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A novel trust-based design method for FPGA circuits that use s error-correcting code (ECC) struc-
tures for detecting design tampers (changes, deletion of ex isting logic, and addition of extrade-
sign logic-like Trojans) is proposed in this article. We det ermine ECC-based CLB (con guration
logic block) “parity groups” and embed the check CLBs for eac h parity group in the FPGA circuit.
During a trust-checking phase, a Test-Pattern Generator (T  PG) and an Output Response Analyzer
(ORA), con gured in the FPGA, are used to check that each pari  ty group of CLB outputs produce
the expected parities. We use two levels of randomization to  thwart attempts by an adversary to
discover the parity groups and inject tampers that mask each other, or to tamper with the TPG
and ORA so that design tampers remain undetected: (a) random ization of the mapping of the ECC
parity groups to the CLB array; (b) randomization within eac h parity group of odd and even pari-
ties for different input combinations (classically, all EC ~ C parity groups have even parities across
all inputs). These randomizations along with the error-det  ecting property of the underlying ECC
lead to design tampers being uncovered with very high probab ilities, as we show both analytically
and empirically. We also classify different CLB function st ructures and impose a parity group se-
lection in which only similarly structured functions are ra ndomly selected to be in the same parity
group in order to minimize check function complexity. Using the 2D code as our underlying ECC
and its 2-level randomization, our experiments with insert  ing 1-10 circuit CLB tampers and 1-5
extraneous logic CLBs in two medium-size circuits and a RISC ~ processor circuit implemented on
a Xilinx Spartan-3 FPGA show promising results of 100% tampe r detection and 0% false alarms,
obtained at a hardware overhead of only 7-10%.
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1. INTRODUCTION

In recent years, a signi cant number of technology products have started us-
ing FPGASs due to their substantially lower costs comparedto  ASICs, and due
to their recent increases in performance. Due to the high com plexities in cur-
rent designs, FPGA circuit design and FPGA system integrati  on (e.g., inte-
grating an FPGA and its circuit design with other FPGAs and AS ICs on, say,
a PCB-based system) are generally performed across multipl e organizations.
Thus, circuit designers have no control on the integration p  rocess, while the
integrators need design details. These products are thus vu Inerable to mali-
cious tampers that could cause them to operate incorrectly a t some future time.
This article is concerned with the design of trusted FPGA cir  cuits and trust-
check mechanisms to detect intentional tampering of circui ts, an emerging
area of research [DARPA; Trimberger 2007] (unintentional t ampers are also
automatically covered by our techniques).

Most techniques for trust and security in VLSI involve techn iques to protect
critical data on a chip (e.g., cryptographic keys) by preven tion of side-channel
attacks [Kocher et al. 1999; Wollinger et al. 2003; Wollinge r and Paar 2003;
Yang et al. 2005] and other techniques [Kommerling and Kuhn 1 999] secure
coprocessors that can execute sensitive functions without interference [Dyer
et al. 2001], and packaging-based tamper-proo ng mechanis ms (tamper resis-
tance, evidence, detection and response) [Weingart 2000; D ipert 2000]. These
works address issues that are orthogonal to design of truste d circuits, and in
particular to detection and prevention of design tamper, wh ich is the thrust
of this article. In this article, by  design tamper (henceforth termed “tamper”)
we mean deliberate insertion of extraneous logic (e.g., Tro jans) in a circuit or
deletion of essential logic from it or change in some portion  of its logic.

Classical testing, which needs exact knowledge of the circu it being tested,
can only check for the latter two types of tampers, but cannot  detect any
extraneous logic. Furthermore, testing generally targets 1-2 faults/tampers.
It is thus of limited use in the trust-checking scenario.

Another related set of techniques [Adell and Allen 2008; Bol chini et al.
2007; Carmichael et al. 2000; Heiner et al. 2008; Xilinx %?] is concerned

with fault tolerance of con guration memory changes due to a limited num-
ber (generally, 1-2) of upsets or errors per frame of the con  guration mem-
ory; a frame is the smallest unit of con guration memory that can be read

or written in Xlinx FPGAs. These methods involve detection o  f the changes

LVirtex-4 User Guide. http://www.xilinx.com/bvdocs/user — guides/ug071.pdf
2Virtex-5 User Guide. http://www.xilinx.com/bvdocs/user  guides/ug191.pdf
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in the con guration memory of an FPGA followed by correction of these er-
rors. Detection techniques include: (a) duplicate-and-co mpare implementation
of the design [Bolchini et al. 2007]; (b) use of single-error -correcting double-
error-detecting (SECDEC) Hamming code in the Xilinx Virtex -4 and Virtex-5
con guration memory, and detection of up to two errors using an on-chip
Frame ECC logic during readback of the con guration memory using an on-
chip circuit called the Internal Con guration Access Port ( ICAP) that is part
of the Virtex-4/Virtex-5 FPGA (see foot 12); (c) use of off-chip detection during
readback of con guration memory using precomputed cyclicr  edundancy check
(CRC) codes [Carmichael et al. 2000]. Fault tolerance or cor rection of detected
errors involves the following approaches: (a) triple-modu  lar redundancy in the
design and/or the ICAP circuit [Adell and Allen 2008; Heiner et al. 2008]; (b)
reloading of the detected erroneous con guration memory fr ames via partial
recon guration [Bolchini et al. 2007; Carmichael et al. 200  0]; (¢) Scrubbing ,
which is a periodic reloading of the entire con guration mem  ory of the FPGA
from the external con guration bit storage in order to preve nt accumulation of
con guration memory errors [Adell and Allen 2008; Carmicha el etal. 2000]; (d)
bit-level error correction using SECDEC Hamming ECC onthe d  etection of a
single error in a con guration memory frame (see foot  12). The aforementioned
set of techniques can only catch on-chip con guration memor vy errors, but can-
not detect precon guration tampering of the FPGA design/co  n guration bits:
the main focus of this article. Further, unless a time-consu  ming bit-by-bit com-
parison is performed of the readback con guration memory fr ~ ames with the
frames of the original con guration bits (stored off chip), these techniques can
only catch a few errors in each frame. Thus these fault-toler ance-oriented ap-
proaches are not very germane to trust design and checking.

Recently, Trimberger [2007] addressed various issues in th e protection of
FPGA designs from tampering. That work argues that: (i) FPGA chip fabri-
cation is completely separated from FPGA circuit design, so  there is no scope
for an adversary at the fabrication company to tamper with an vy circuit design;
(i) FPGA con guration bitstreams are hard to reverse engin  eer in order for
an adversary to determine the circuit and tamper with it; (ii i) the bitstream
can be further protected by encrypting it, and decryption ha  rdware is avail-
able in many current FPGAs for internal decryption of bitstr eams. While the
rst point is correct, the circuit design could be required a t an integration
company (as opposed to at the fabrication company) that asse mbles, for ex-
ample, application-speci ¢ multichip PCBs that include FP GAs, in which the
designs are needed to test and ne-tune the product. This exp oses the designs
to an adversary at such a company. Furthermore, bitstream re  verse engineer-
ing, while hard, is not impossible to accomplish for a determ ined adversary,
as acknowledged in Trimberger [2007]. Finally, while encry  ption provides a
reasonable trusted FPGA design execution environment, iti  mposes certain re-
strictions on FPGA use, like disabling of partial recon gur ation [Trimberger
2007], and is thus not suitable for applications such as adap tive computing,
an important niche area for FPGAs. Furthermore, encryption does not protect
against tampered IPs that are unknowingly used in an otherwi se trustworthy
design.
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Another possible trust-design approach is signature compu tation and
checking of the bitstream. In this approach, a sig nature S of the bit-
stream is computed (e.g., using a linear-feedback shift-re gister (LFSR)-based
computation) on the “golden” (correct) FPGA bitstream and s ent directly to the
user. When the FPGA, possibly integrated on a PCB with other c = omponents,
arrives at the user's location, he/she needs to compute the s ignature S of the
FPGA circuit's bitstream (that is, for example, storedonaR  OM). If S 6 S, then
this indicates presence of tampers in the new bitstream. The re are two draw-
backs to the signature-checking scheme. First, signature ¢ hecking is an off-
chip checking approach, and thus cannot protect against mal icious IPs (since
IPs are encrypted), tampers introduced by the device progra mming unit, or re-
mote attacks like those using high-energy electromagnetic  pulses (EMPSs) that
tamper with the on-chip con guration bits. Secondly, in the case of checking
only the design con guration bits, even using strong signat  ure computation
techniques like LFSR, their nondetection probability (equ al to the aliasing ,
i.e., two distinct bitstreams producing the same signature , probability) is an
order of magnitude higher than ours. For example, as we show i n Section 2,
for a medium-size FPGA like the Spartan-3 with a 24 20 CLB array, our non-
detection (or masking) probability is 16 10 °. In Saxenaetal. [1992], it has
been shown that in the context of testing circuits with one ou  tput bit, in which
the output bits across input vectors to the circuit are compa cted into a sig-
nature using an LFSR approach, the aliasing probability is|  ower bounded by
1=L if the signature register period is greater than L, where L is the number
of random test inputs (in other words, L is the number of output bits com-
pacted). Translating this to the signature computation of a n FPGA with a
con guration bit size of L, we get a lower bound for the aliasing probabil-
ity of 1=L. Large Virtex-4 FPGAs have L of the order of 5M-50M bits (see
footnote 1), and we thus estimate that the L for the smaller Spartan-3 FPGA
with a 24 20 CLB array is at most 5M bits (we could not nd the con gu-
ration bit size of this FPGA), leading to an aliasing probabi lity lower bound
of 2 10 7. The nondetection probability of our ECC-based technique f or the
aforesaid Spartan-3 FPGA is thus about 12.5 times less than w  hat would be
obtained by an LFSR-based signature computation and checki ng approach for
FPGA trust veri cation. This, coupled with the fact that our technique can
detect tampers in many scenarios in which signature checkin g is ineffective,
makes our ECC-based on-chip checking approach superior.

Figure 1 shows four different tamper vulnerability points o fan FPGA circuit
(design, IP, device programming, and remote attacks using, say, high-energy
EMPs) that are not all protected by fault tolerance, signatu  re-checking, or en-
cryption approaches. Thus it is necessary to employ explici t trust design and
checking techniques for FPGA circuits that: (1) check the ci  rcuit's con gura-
tion bits on chip, and (2) are functionality-based, which al lows all the four
vulnerabilities to be addressed. The techniques presented in this article are of
this type. Such methods also enable FPGAs to be used in a trust ed manner in
all types of applications, without restrictions onthe use o f any of their features.

In this article we address design tampering of FPGA circuits  'logic elements,
namely the CLBs. Trust design and veri cation for tampering of interconnect
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Fig. 1. Design tamper vulnerabilities of the FPGA design ow that are detected by our ECC-based
trust-checking method.

routing will be addressed in a future paper. We assume the fol lowing in our
trust design and check methodology.

(1) The original design process of the FPGA circuit is truste  d.

(2) Either the correct original design (the “golden referen  ce”) is available for
subsequent trust-based design (trust structure insertion s) or trust-based
design immediately follows the original design phase (thus  almost elimi-
nating any possibility of any design tamper between the orig inal design
and trust-based design phases).

We also note that we do not need the golden reference during trust veri ca-
tion/checking.

The rest of the article is organized as follows. Section 2 pre sents the basic
idea of ECC-based trust checking for design tamper detectio n in FPGA cir-
cuits. Section 3 gives an introduction to the Spartan-3 FPGA  architecture for
which we have instantiated our techniques. Section 4 discus ses TPG control of
inaccessible inputs of CLB logic and determination of the TP G size needed to
check a given circuit. In Section 5, we give a classi cation o f logic structures
of slices (a slice is a smaller logic unit within a CLB, which h  as multiple slices;
see Section 3) called parity group patterns that is useful for determining parity
groups with similarly structured slice outputs that yield | ow check-CLB/slice
overhead. Next, in Section 6 we discuss and analyze techniqu es for tackling
tampers in the checker circuit (TPG and ORA) that use a second level of ran-
domization, namely that of the parity vectors of parity grou  ps. Section 7 dis-
cusses different embeddings of the check components in an FP GA and their
attendant hardware overheads. In Section 8 we present our ex perimental re-
sults, and we conclude in Section 9.

2. ECC-BASED DESIGN-TAMPER DETECTION

Our core idea in designing trusted FPGA circuits is to impose  an ECC's parity
group structure on the CLB array. During a trust-checking ph ase, a Test-
Pattern Generator (TPG) is connected to the inputs of each  parity group (PG)
of CLBs, one at a time, and feeds identical input/test vector s to each CLB in a
group, while an Output Response Analyzer (ORA) determinest he parity of the
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Fig. 2. (a) A 2D code on information bits; (b) An FPGA circuit w  ith embedded structural 2D code.
Each row and column is a parity group of CLBs.

outputs of the CLBs in the PG for each test vector; 2 see Figure 2(b). The output
vector produced by the ORA (the ORA produces a parity bit pert est vector) is
then checked to determine if it is the expected parity vector (PV) for this PG; for
the even-parity scheme we have discussed so far this PV willb e the zero vector,
but for the random-parity technique to be discussed in Secti  on 6, the PV will be
a predetermined random bit vector. For example, consider a P G with 2-input
functions, with input vectors Ig; I1; I2; I3, and a randomly determined parity
of (odd, even, even, odd) across these input vectors. Then th e expected PV for
this PG is (1,0,0,1). If, on the other hand, we use the even-pa rity scheme, then
this PG's expected PV =(0; 0; 0; 0).

In either parity scheme (even or random), if the ORA output is the expected
PV, then the CLBs in this group are tamper free with very high p robability (as
we will establish shortly, both analytically and empirical ly). The entire FPGA
is tamper free with very high probability if all PGs are deter mined to be tamper
free; otherwise, the FPGA is determined to have tampers. Fig ure 4 shows our
trust checking ow for Xilinx FPGAs that uses the Xilinx ISE t oolset.

Classically, in ECCs the designed-for parity is always even , and the rest
of this discussion, unless otherwise stated, is based on eve n-parity groups in
the FPGA circuit; in Section 6, we augment our method with ran ~ dom parities
across input vectors of a PG. Any deviation from the expected parity implies
some tampering of the CLB logic for one or more outputs in that  group.

3t is also possible to check multiple PGs at a time by connecti ng the TPG outputs to all their
inputs, and using separate ORAs to check each PG; the number k of PGs that can be checked si-
multaneously is limited only by the FPGA size and the resourc  es needed byk ORAs. For simplicity
of exposition, we assume henceforth, unless otherwise stat ed, that one PG is checked at a time.
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In an ECC for information bits, for the ith parity group, there is a check bit

G =Xi1 X2l Xk = XOR'}zlxi;,—: ()

Figure 2(a) shows a 2D parity code in which the information bi  ts and check
bits are arranged in a 2D matrix, with the check bits occupyin g the last row
and column; each row and column of this matrix de nes a parity group. Sim-
ilar to bits, CLBs can also be arranged in parity groups, wher e circuit CLB
outputs correspond to information bits and check CLB output s to check bits.
The output function of the check CLB in each PG is then the pari  ty or XOR
of the output functions of the circuit CLBs in the PG. Figure 2 (b) shows a 2D
code overlaid on the CLB array of an FPGA.

Assuming for the moment that there is one output per CLB, in th e 2D phys-
ical arrangement of Figure 2(b), the output of column-check  CLBs CC(3;i) is
the function CC(3;i) = XORJ?:OC(j; i), where C(j;i) is used here to denote the
output function of the CLB that is also labeled as  C(j; i); similarly for the row-
check CLBs CC(i; 3)'s. As mentioned earlier, tamper detection is performedb vy
a TPG generating all possible input vectors that simultaneo  usly feed all CLBs
in a parity group, and an ORA determining if the parity of the C LBs' outputs
(that are in the same parity group) is even across all input ve  ctors.

We note that we always need to map the underlying ECC to the ent ire CLB
array of the FPGA, irrespective of whether a CLB is part of the functional
circuit. This is needed in order to detect the presence of ext raneous logic
inserted into nonfunctional CLBs/slices. We also con gure  all nonfunctional
CLBs/slices to implement the zero function (one whose outpu t is always logic
0). The reason for this is that for an extraneous circuit to di ~ srupt the appli-
cation circuit, all its CLBs/slices cannot be con gured wit  h zero functions, as
otherwise it would do nothing (e.g., there must at least be am  ultiplexer in the
extraneous circuit to connect one of its outputs to at least o ne input of some
slice/CLB of the application circuit in order to disrupt it, and the multiplexer
output will be a nonzero function). Hence, at least some CLB o utput of the
extraneous circuit would have to be a nonzero function for th  is to be possible.
Since this is a change to its “normal” zero-function output,  and since we check
the entire CLB array during the trust-checking phase, any ex  traneous circuit
insertions will be detected by our techniques with high prob  ability.

Randomization of parity group mapping . In an adversarial design tam-
pering scenario (as opposed to one of randomly occurring fau Its), having an
obvious mapping of the 2D code to the CLB array can be easily de feated by ar-
ranging tampersina?2 2 subarray in which they “mask” each other (masking
is formally de ned and discussed shortly); see Figure 3(a). The way around
this problem is to randomize the mapping of the m n 2D parity code onto an
m n CLB array. In other words, if r:H V! H Visarandom function,
where H = f0;:::;m 1gis the set of row coordinates and V =f0;:::;n 1g

4The tampered connection structure to the input(s) of some ap plication circuit CLBs can also be
detected by route tamper detection for which we have recentl y developed some techniques. A
discussion of route tamper detection is, however, beyond th e scope of this article.
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Fig. 3. (@) A2 2 masking pattern of 4 tampers shown by X's; (b) a random mapping of a 2D code
to the CLB array (the ECC's column and row parity groups are sh  own by solid and dashed lines,
respectively).

is the set of column coordinates, then the ith row X(i;0);:::; X(i;n 1) of the
2D code is mapped to CLBs C(r(i;0));:::; C(r(i;n 1)), and similarly its j'th

a random mapping is shown in Figure 3(b). It is virtually impo ssible for an ad-
versary to determine the randomized embedding of a 2D code (o0 r of any other
ECC) into the CLB array unless he/she exhaustively analyzes  all subsets of
CLB outputs and determines if, for each subset, one of the out puts is the par-
ity of the others. Note that it will be necessary for an advers  ary to examine all
subsets of CLBs (as opposed to subsets of sizes m and n only), since it is not
necessary that we only map an m n 2D code to the m n CLB array; any
m°® n°2D code can be mapped to this array, where mh©® mn, mqn® 1) < mn,
and (m® 1)n°< mn. This means analyzing 2 ™ subsets, a virtually impossible
task for current FPGAs which have  mn in the order of 64—20,000.
Tamper masking . In an ECC for information bits, the ipping of two bits in

the same parity group avoids detection in the PG (but not nece ssarily in the
entire ECC, since these two ipped bits could also be present in other disjoint
parity groups, where their errors can be detected if no other  bits have ipped in
these groups). Such a phenomenon of nondetection due to mult iple bit errors is
called masking ; in such cases the errors are said to mask each other. Similarly,
masking can occur in CLB PGs due to multiple tampers, so that a cross all
test vectors the output parities of a PG with tampers remain u  nchanged. Let
fi,;; 111 fi, be CLB outputs that belong to the same PG, and let there be tamp  ers

XOR!Y_, fi = XOR, f; 2)

since under this condition, it is clear that these tampers wi Il not change the
parity of the PG for any test vector.
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Fig. 4. Our ECC-based trust-checking ow.

We have been able to determine two general approaches to inse rting tam-
pers that mask each other in a PG, and these are described next

(1) If there are two or more identical output functions in a PG, then inserting
identical tampers in an even number of them will cause them to mask each
other. Thusif fi;:::; fi, are identical and sis even, then XOR?:l fi =0
(a a = 0—we will use the operators XOR and interchangeably to
denote the exclusive-or operation). If their tampers are al  so identical, then

the corresponding tampered functions ?ij's are also identical. Thus we also
have X ORS, fi; = 0, and Eq. (2) will be satis ed.
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(2) Inserting tampers in an even number of outputs in a PG so th  at each out-
put function is complemented also causes the tampers to mask each other.
Sincea b =a b, we satisfy Eq. (2) if the number s of outputs tampered
within this manner is even.

From the second masking-tamper pattern, it is possible to ex trapolate the
following ECC-oblivious scheme for tampering with all func  tional outputs of
CLBs such that they are never detected in our ECC-based techn ique: com-
plement all CLB outputs . However, this will not work if any PG has an odd
number of functions in it (including the check function), si _nce Eq. (2) is not
satised when fj; = fj and tisodd (e.g,a b <c6&a b C) thussucha
tamper pattern will be detected in PGs with odd cardinality. Thus, in order to
defeat the aforesaid strategy we will always embed an  m°® n°2D code in an
FPGA, where at least one of m®and n%is odd; we will thus have PGs with odd
cardinality of mC®and/or n°

It might be argued, that in such PGs, the adversary can insert the “comple-
menting” tampers in only an even number of functions in each P G. But there
are two problems with this strategy: (a) Since PGs of an ECC in  tersect each
other in complex ways, it may not be possible to satisfy the re quirement of
having an even number of complementing tampers in each PG; (b ) even if this
were possible, the adversary still has to know the ECC struct ure (its PGs),
and, as we determined earlier in this section, this is a pract ically impossible
task. Note that the rst masking-tamper pattern also requir es knowledge of
the embedded ECC structure.

Finally, consider two output functions  f; and f, that belong to the same
PG. If they are neither identical nor have complementing tam  pers, then it
seems extremely dif cult to tamper with the logic of these fu nctions so that
fi(ly)  fao(ly) = fo(Iy)  fo(ly) for each test vector I,. Thus, it appears that
the only viable way for an adversary to insert undetectablet ampers is to in-
sert the aforementioned two types of tampers randomly (sinc e the embedded
ECC structure will not be known) and hope that there will be an even number
of tampers (including 0 tampers) of each of these types in eac h PG. We note
that this pattern of even tampers in each PG is a necessary con dition for un-
detectable tampers, irrespective of the tamper type; thati s, tampers do not
have to fall into our two categories of masking tampers in ord er to have to
satisfy the aforestated pattern across the entire embedded ECC in order to be
undetectable. Thus the even-tampers-in-each-PG pattern i s a necessary con-
dition for undetectability (masking), but not suf cient. S uf ciency for tamper
undetectability is provided by the combination of an eventa mper pattern and
the tamper type belonging to one of our two categories (or to e ither of these
two categories, in which case it is necessary (and suf cient ) to have an even
number of tampers of each type in each PG).

Masking probability . Since, as we have determined, an adversary cannot,
for all practical purposes, extract the randomly embedded E CC's structure
from the FPGA circuit, he/she has no choice but to throw in tam  pers at ran-
dom on the CLB array and hope for masking. We also note that the ~ minimum
number of tampers required for a 2D code to meet the even tampe rs per PG
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pattern is four, as illustrated in Figure 3(a): two tampers i n each PG of an
intersecting group of 4 PGs. Furthermore, to have the highes t probability of
masking he/she should have exactly 4 tampers; less than 4 mea ns this prob-
ability is 0, more than 4 means every subset of 4 tampers shoul d conform to
the masking pattern in the embedded 2D code shown in Figure 3( a), and the
probability of such an event is less than that of exactly 4 tam  pers tting this
pattern. We thus analyze the probability of masking Pmask With 4 tampers in
an m n 2D code with tampers thrown in at random. A masking pattern is a
2 2 subarray of the 2D code, and a random insertion of 4 tampersw il conform
to this pattern with a probability of 5 7 ="" = O((m?n?)=(mn)*) = O( ) —12);
the numerator of the exact term is the number of 2 2 subarrays, Whlle the
denominator is the number of ways in which the 4 tampers can be  distributed
in the CLB array.

A medium-size FPGA like the Spartan-3 that we have used for ou r exper-
iments has a 24 20 CLB array and thus pmask With a randomized 2D code
mapped to it is 2 :4 10 5. While this probability is miniscule, in our tech-
nigues it is even lower by orders of magnitude due to the follo  wing.

(&) We actually map a 2D code of the appropriate size to the fun ction output
array of the CLBs (as opp,gsed torghe CLB array); °thusifthere are toutputs
per CLB, thenclosetoa tmn ~ tmn 2D code is mapped to the output array
(a square 2D code minimizes pPmask).® Thus

Pan 2

2 4

For the Spartan-3, each CLB has 28 outputs, and assuming roug hly 70% of
the outputs are used, t 20, a 100 96 2D code is mapped to the output
array, and pmask  6:4 10 8.

(b) As we will see in Section 5, the CLB outputs are partitione  d into four cat-
egories based on their function structures, and four indepe ndent 2D codes
are mapped to these four output arrays. Assuming for simplic ity that the
four output arrays are of the same size ( tmn=4), pmask for 4 tampers = (the

Pmask =

probability that all 4 tampers fall in one output array) (probability of a
masking pattern in the containing output array). Thus
p

tmn= >  tmn=
2 4

For the Spartan-3, we have a50 48 size for each of the four output arrays,
and pmask 16 10 °.

Pmask = (4 (1=4)4)

5Consider a 2 2 CLB array C(1;1); C(1; 2); C(2; 1); C(2; 2), and let each CLB C(i; j) have two
outputs f1 and f2 Thus we have a4 4 output array and we map a 4 4 2D code to this output
array (|nstead of mappmg a2 2 2D code to the CLB array).

6Assume there are M outputs and we map an a M=a 2D code to the array of M outputs. Thus
Pk = 5 P =Y =[a@ HM=(M=) 1)]=4 ) and d prasc=da = W=D

(a 1)(M=a?)) Setting the preceding derivative to 0, we get a= P M for minimizing  Pmask-
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Fig. 5. Arrangement of slices withina CLB 7.

In general, to obtain a certain trust or detection probabili ty Pa =1  Prask,
we can partition each of the four subarrays into smaller suba  rrays and embed
separate 2D codes (or any other ECC like the full-2, full-3, 3 D code [Gibson
et al. 1989; Dutt and Mahapatra 1997]) in each such subarray. With k CLB
function output subarrays of equal size, pmask IS given by

tmn =k 2 tmn =k
2 4
and thus the required k can be determined from the desired Pg.

Pmask = (k  (1=K)*) = O(1=(k(tmn)?)

3. THE SPARTAN-3 FPGA CLB ARCHITECTURE

We briey cover relevant features of the CLB architecture of the Xilinx
Spartan-3 family of FPGAs for which we have instantiated our trust design
and checking techniques. The CLB architectural features of  another popu-
lar family of Xilinx FPGAs, the Virtex 4, are similar, and our trust design
and checking techniques are easily extendible to it. An FPGA isan m n
array of CLBs. The CLBs can be programmed to implement combin  ational
or sequential logic functions. All the CLBs are identical be fore they are con-
gured. There are also input/output blocks (IOBs) and routi ng channels to
provide interface between the package pins and the internal  circuit. Each CLB

7Xilinx Spartan-3 FPGA Family Complete Data Sheet.
http://direct.xilinx.com/bvdocs/publications/ds099. pdf
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Fig. 6. The Spartan-3 slice architecture (see footnote 7).

comprises four interconnected slices, as shown in Figure 5. All four slices have
the following elements: two logic function generators or lo  okup tables (LUTS),
two storage elements, wide-function multiplexers, and car  ry logic as shown in

Figure 6.
ACM Transactions on Recon gurable Technology and Systems,  Vol. 2, No. 1, Article 6, Pub. date: March 2009.
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Fig. 7. Mux interconnections in a Spartan-3 CLB.

A slice has 16 inputs and 9 outputs. All the inputs/outputs ar e externally
accessible, except inputs CIN, FXINA, FXINB, and F5 (shown i n Figure 6)
which can be accessed only internally within the CLB. We den e an input/
output as externally accessible (EA) if it can be connected to a routing channel
(via a switch matrix).

Combinational logic functions . As we can see from Figure 6, a LUT has
four inputs, and thus can implement at most a 4-input functio n. Moreover, if
we drive the outputs of the two LUTs to the 2:1 multiplexer (mu X) F5MUX,
then, also counting its select input, its output F5 (which is non-EA) will be at
most a 9-input function. If needed, F5 can be transmitted via  another 2:1 mux
FXMUX to its EA output X in order to access external routing.

Sequential logic functions . The output of some combinational logic compo-
nents in a slice drives the D-input of storage elements whose  outputs are thus
sequential. As we can see from Figure 6, the storage element h as four more
input signals: CK, CE, SR, REV. CK is the clock input signal; C  E is the clock
enable signal. SR is a Set/Reset signal (its function is dete rmined by a con gu-
ration bit): When SR is asserted, the storage elementis Seto r Reset depending
on its con guration. REV is a reverse signal which is used tog ether with SR
to force the storage element into the state opposite from tha t achieved by as-
serting SR. In the rest of the article, we omit REV, as itis rel  ated to SR (see
footnote 7). So taking the SR and CE signals into account, the  sequential logic
in one slice can be at most an 11-input function, since its dat a input can at
most be a 9-input function.

Dedicated multiplexers . Each slice has a F5EMUX and a second expan-
sion mux, called the FiIMUX, that functions as either an F6MUX , FTMUX, or
F8MUX; their interconnections are shown in Figure 7. Each Fi  MUX receives
inputs from muxes in the previous level; for example, the two ~ FEMUX outputs
drive the F7TMUX. As mentioned earlier, F5 can be at most a 9-in  put function.
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With the F6BMUX, F7TMUX, and F8BMUX interconnections in a CLB be ing tree
structured as shown in Figure 7, and noting that every mux has a select input,
the outputs of FEBMUX, F7TMUX, and F8BMUX can be at most 19-input (9+9+1),
39-input, and 79-input functions, respectively.

Carry logic . In a slice, seven multiplexers CYMUXG, CYSELG, CYO0G, CY-
MUXF, CYSELF, CYOF, and CYINIT control the carry output COUT as shown
in Figure 6. When forming a carry chain through multiple slic es in a column of
CLBs, the initial carry-in is BX, an EA input. In the rest of th e carry chain, the
COUT of a slice is connected to its next slice's CIN, which is a  non-EA input.
At the end of the carry chain in the last CLB of the column, the C  OUT of the
last slice serves as the carry-out of this carry chain, as sho wn in Figure 12.

4. ISSUES IN TPG DESIGN

We discuss here various issues related to the design of TPGs w ith the goal of
reducing TPG size (number of output bits), check time, and ch eck logic com-
plexity.

4.1 Ef cient Controllability of Non-EA Logic Inputs

Non-EA signals into a slice (e.g., FXINA, FXINB, CIN, F5) com e from other
slices, and thus, depending on the slice's con guration, it s output(s) can be
functions of non-EA inputs; let f be one such output. These inputs are not
directly accessible by the TPG for checking such slice outpu ts. The non-EA
inputs will, however, be functions of EA inputs of the slices  they come from,
and if we propagate backwards from all non-EA inputs of  f until we reach all
EA inputs (of adjacent/connected slices), then we will nd a  set of EA inputs,
some in other slices, that f is a function of (see Figure 11a). A straightforward
way to check f is then for the TPG to provide test vectors to feed these EA
inputs. Unfortunately, the number of these inputs could be v ery high (e.g., 79
inputs for the output Y of FBMUX, as discussed in Section 3, wh  en its inputs
come from a mux-tree con guration formed of muxes in multipl e slices; see
Figure 7), thus making it not only expensive in terms of TPG co st but also
practically impossible to check exhaustively.

An alternative approach to checking such  f's is to recon gure, for the pur-
pose of trust checking, the slices that generate the non-EA i nputs to f's slice
so that the non-EA inputs are functions of very few EA inputs o f their slices;
see the conceptual depiction of this approach in Figure 11b.  This makes f a
function of a few EA inputs in the locally recon gured FPGA, m aking it much
less expensive and practical to check f; note that f's slice is not recon gured,
and the checking process can thus verify the correctness oft he con guration of
f's slice, which is the purpose of the trust checking of  f. Since f will be a func-
tion of not too many EA inputs for the purpose of checking, the  check logic will
also be a function of only a few inputs. Thus this local-recon  guration-based
approach for slice outputs with non-EA inputs reduces both T PG and check
logic cost, and also makes exhaustive checking (generation of all input vectors
to check a circuit slice output) practical. Further details of this approach are
given next.
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Fig. 8. A fully accessible con guration (FAC).

We de ne uncuttable routings as routings from outputs of a slice to non-EA
inputs of another slice in the same or different CLB; see Figu re 11. Due to the
presence of inaccessible inputs of a slice, we divide the con guration of a slice
into three parts for the purpose of ef cient trust checking: (1) Fully accessible
con guration (FAC) is a con guration (logic function) which has all EA inp uts
(Figure 8). (2) Partially accessible con guration (PAC) is a con guration for
which some inputs are non-EA inputs (Figure 11(a)). (3) Uncu ttable routings.

In Figure 11(a), the PAC has non-EA inputs Ygi;:::; Yy and EA inputs

are connected to the outputs of the FAC in slice 1 through uncu ttable routings.
Thus Yi1;:::; Yy are functions of the FAC's inputs  X3;:::; X,. Thus to check
this PAC in a straightforward, though expensive, manner, we will require n+k
TPG outputs to drive these EA inputs. This is generally much | arger than
would be required if we had direct access to the m non-EA inputs (in which
case we would require m+k TPG hits), since inmostcases n m. In Step B of
the TPG connection determination algorithm, R&T, givenin F  igure 10, we give
an approach to reduce the required TPG outputs (test vector s ize) for checking
PACs.

Example of step B.1 of Algorithm R&T (Figure 10) . Consider the checking
of the FBMUX which is a PAC. As we can see from Figure 9(a), the F 6MUX
with output Y has non-EA inputs FXINA and FXINB that are conne cted to
two F5 outputs, which are outputs of FSEMUXes. As we mentioned  in Section 3,
F5 can be a function of at most 9 EA inputs (see Figure 9(a)). Th wus Y can
be a function of at most 19 EA inputs, which means that we need a  19-bit
TPG in order to check Y via all its EA inputs. Furthermore, the parity check
function of the parity group to which Y belongs will be comple  x (at least a 19-
input function). However, as shown Figure 9(b), for trust ch  ecking, we can
recon gure the LUTs feeding the F5SMUXes so that LUT 1 generat es 0 and
LUT 2 generates 1 (both O-input functions). For such a congu  ration, F5 = BX
(the select input of each F5SMUX) and hence F5 will be a functio n of only one
input. As a result, Y will be a function of just 3 EA inputs (the two feeding
F5MUX's select inputs BX's and the FEMUX's own select input B Y). We thus
decrease the number of test vector bits needed to check Y from 19 to 3. Note
that the original con gurations of LUT 1 and LUT 2 are FACs and are checked
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Fig. 9. (a) Original con guration; (b) simpli ed con gurat ion for trust-checking.

in a separate FPGA con guration in which the original con gu rations of LUT
1 and LUT 2 are maintained, and the output of FSMUX is driven to its EA
output.

4.2 Determining TPG Size

We de ne two slice outputs X and Y to be independent if no other slice output
depends on both X and Y.

LEMMA 4.1. Suppose O; and O, are independent slice outputs and O ; =

to (p1, P2, P3, ---» Pm) @nd (q1, 92, gs, .-, Qn) (here, all these inputs are EA
inputs), we can share min (m; n) TPG outputs among the inputs of O ; and O»
and still be able to check both outputs exhaustively.

PROOF. Two inputs of independent outputs can share a TPG outputbec ause,
in spite of the sharing, all combinations of their input vect  ors can be generated.
This, however, does not hold if O3 and O, are dependent outputs, since the out-
put, say Os, that dependson O; and O, cannot be checked by all combinations
of input vectors if there is sharing of even a single input bet  ween O; and Oy; if
xi and yj are the inputs of O, and O, that are driven by the same TPG output,
then the only input vectors for checking Oz will be those in which  x; = y; (note
that x;; y;j are also inputs of Og).
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Algorithm Reconfigure_&_Test (R&T)
/* R&T determines the inputs that a TPG needs to drive for each slice output f being
checked, and tests f accordingly. */
for each slice output f do
if f is the output of a FAC then
Step A: Test the FAC using the test vectors for f that directly feed the FAC’s inputs
as shown in Fig. 8.
else /* f is the output of a PAC */
Step B:

(1) Determine the configuration of the FACs driving the PAC’s non-EA inputs so that
the FAC’s outputs are either O-input (i.e., the zero or one functions) or single-input
functions, so that each non-EA input is a function of as few EA inputs as possible. The
test vectors for f are the resulting set of EA inputs of f (some of these EA inputs are
inputs to f’s PAC, while the others are inputs to the reconfigured FACs feeding f’s
non-EA inputs).

/* The original and changed configuration of the FAC(s) driving the non-EA inputs to
achieve this are conceptually shown in Figs. 11(a) and (b). */

(2) Replace the original driving FACs’ configurations with the above determined FAC
configurations in the containing CLB’s configuration and load in the PG containing the
current PAC and its re-configured driving FACs (simultaneously do likewise for all PACs
in the PQG).

/* Note that this is easily done in the non-integrated embedding scenario (Sec. 7), which
needs to be used if the circuit has PACs */

(3) Test the PAC using the above determined test vectors for f. These test vectors also
check the uncuttable routings feeding the PAC(s).

(4) Restore the above FACs to their original configuration.

/* This is automatically done when the circuit is restored after trust checking; see the
non-integrated embedding discussion in Sec. 7. */

endfor
End R&T.

Fig. 10. Algorithm for determining CLB con guration for tes ting PGs with FACs and/or PACs.
Note that this requires that the PACs and their driving FACs ( that need to be recon gured) cannot
be in the same PG, as they cannot be tested together. Our PG det ermination step takes care of
this constraint.

Fig. 11. (a) Original FAC ! PAC con guration and uncuttable routings; (b) test-ef cie nt FAC !
PAC con guration.

The argument for sharing a TPG output among independent outp  uts
extends to min (m; n) TPG bits for min (m; n) inputs of O3; Os. O

We perform exhaustive checking of each CLB output, and thust he TPGis a
simple counter; we de ne the size T of the TPG as the number of counter bits.
T will be the larger of T3 and T, where T, is the TPG size determined in step
A and T, is the TPG size determined in step B of algorithm R&T (Section 4.1).
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Fig. 12. lllustration of a simpli ed con guration associat ed with checking the carry-chain logic.

As we mentioned in Section 3, the combinational output corre sponding to a
FAC will be a function of at most 9 inputs, and a sequential log ic output will
depend on 11 inputs at most. So T; is at most 11. We determine T, the TPG
size required to check PACs, as follows. As we discussed in th e example for
step B of algorithm R&T, the output of FEMUX can be made to depend on
only three inputs during checking. Using the same approach a s for checking
F6MUX and referring to Figure 7, an output of F7MUX can be made to depend
on seven inputs (3+3+1), and similarly the output of FBMUX ca n be made a
function of 15 inputs. Also, as we can see in Figure 12, the car ry logic takes an
EA input BX of slice 1 as a carry-in and COUT of slice N as the carry-out of this
carry chain. Through recon guring the FAC and PAC in the carr y chain, each
COUT in it can be made equal to the input CIN. Thus the nal COUT of the
carry chain can be made dependent on just one EA input, BX. The preceding
cover all non-EA inputs; thus T, is at most 15, and the upper bound for T is
also 15.

If we can determine a slice output fnax in the application circuit that is a
function of the largest number of inputs (eitherasa FACora P AC with recon-
gured FACs feeding it as described in algorithm R&T), thenw e can determine
the exact size of the TPG required as the number of these input s ( 15 from
the previous analysis). This is because fmx has to be independent of all the
other outputs. Suppose this is not the case. Then there mustb e another output
g which depends on fax and at least one other slice output, so the input size of
g must be larger than the input size of  fax, Which contradicts our assumption
that fnax is a function of the largest number of inputs. Thus, since all other
slice outputs are independent, with respectto  fnax, by Lemma 4.1, the inputs
of any of these functions can share TPG outputs with  f's inputs (if they are
in the same PG).

5. PARITY GROUP PATTERNS AND THEIR CHECK FUNCTIONS

Based on the number k of EA slice inputs that a slice output  O; depends on
(either when O;j's logic is a FAC or a PAC with local recon guration of feeding
FACs as described in Algorithm R&T), and its logic con gurat  ion structure, we
categorize four parity group patterns (PGPs). Each parityg  roupis then formed
with slice outputs of the same PGP in order to minimize the com  plexity of the
corresponding check function. Here we discuss the check fun ction complexity
for parity groups belonging to each PGP for the case of even-p arity functions.
We will later extend these to random-parity functions (see S  ection 6).
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Fig. 13. Check slice con guration for a PGP-2 output.

5.1 PGP 1: Combinational Logic Functions with k 4
The rst PGP is characterized by combinational outputs of no more than four

dent, the number of their inputs is at most four, and they are 0 utputs of combi-
national logic. According to Lemma 4.1, the TPG size needs to  be at most four
so as to feed the inputs of all the Oj's in order to check them simultaneously as
outputs in the same parity group. The check slice output func  tion O, will be

O0.=0; 0, ::: 0O

and thus O will also be a function of no more than four inputs (note again
that during checking, the inputs of each  O; are fed by the same test vectors;
see Figure 3(a)). Since a LUT can implement any function of fo ur inputs, for
a parity group belonging to PGP 1, we just need one LUT to imple ment the
check function of all t outputs.

5.2 PGP 2: Sequential Logic Functions with k 6

PGP 2 is characterized by outputs of storage elements whose d ata input (D
input) is a combinational logic function of at most four inpu  ts; see Figure 13.
The sequential logic may have two more input signals, SR and C  E. The com-
binational logic part of a PGP-2 output is the data input to it s storage element,
which may be con gured as a ip- op or a latch. We obtain the XO R of all the
combinational logic parts of PGP-2 outputs to determine the  combinational
logic part of their check function. Then, as shown in Figure 1 3, we connect this
combinational parity check function to the data input of a st  orage element to
form the nal sequential parity check function of the PGP-2 0 utputs. Thus, we
need just one LUT and one storage element for a PGP-2 parity ch  eck function.
We term the outputs of storage elements as SE outputs and the outputs of
any combinational logic as non-SE outputs . For an SE output O;, we denote
the combinational logic function input to its storage eleme ntas comb(O;), as
shown in Figure 13. In an SE output, besides the combinationa | logic data
input, there are two more inputs that affect the output: SR an d CE that were
introduced in Section 3. For an SE output, there are thus four  different sequen-
tial (SE) con gurations : (1) It has both SR and CE; (2) it has SR only; (3) it has
CE only; (4) it has neither SR nor CE. If the storage elementdo es not have SR
or CE inputs, it means that the storage element will not be Set  /Reset or that
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the clock is always enabled. It so happens that SE outputs wit  h different SE
con gurations cannot be parity-checked simultaneously, a s we prove next.

LeEmmMA 5.1. Two SE outputs that have different SE con gurations cannot
be parity-checked simultaneously, that is, they cannot bel ong to the same parity

group.

PROOF. Here, we only prove that an SE output with SR (con guration 1 or
2) cannot be checked together with an SE output without SR (co n guration
3 or 4); the other combinations' incompatibility proofs are similar. Suppose
there are two SE outputs Oj; and O,, O; has SR while O, does not; hence
0O, = comb(0,) always. Without loss of generality, let us assume that SR is
congured as a SET signal and 0O; and O, are the only two elements in a
parity group. We denote the check slice's output as O¢, and its combinational
data input comb(O.) is con gured as the function comb(O;) comb(O;). We
have two cases.

Case 1. The check slice's con guration does not have SR. When SR
is unasserted for O;, O; = comb(O;) and since O, = comb(O;) and
O = comb(O¢), we have O, = O; O,. However, when SR is asserted for Oj,
we have O; 0O, =1 05 = O, while Oc.remains= O; 0O,. So O¢ is not
always the parity of O3 and O,.

Case 2. The check slice's con guration has SR. When SR is asserted fo r O,
O; 0;=1 03 =0, while when SR is asserted for O, O. = 1. Thus again
O will not be the parity of O; and O, unless O3 is always 0.

Thus, irrespective of what the SE con guration of the check s lice is, it will
not be able to check O; and O, simultaneously. O

The previous lemma implies that SE outputs with different SE con gu-
rations will need to be partitioned into different parity gr oups, which will
increase the total check function cost. However, this requi  rement can be cir-
cumvented by con guring in, during the trust-checking phas e, SR and/or CE
signals to those SE outputs which do not have them as inputs. T his enables us
to check all of them in one parity group, and in only one check s lice con gura-
tion, as established in the next theorem.

THEOREM 5.2. Let G2 be any set of PGP-2 outputs. Irrespective of whether
these outputs have SR/CE signals as their inputs or not, duri  ng the trust-
checking process, we can con gure them with SR and CE inputs, and we can
implement their parity check function in one slice con gura tion that also has
SR and CE, so that all outputs in G 2 can be included in one parity group and
checked simultaneously.

logic part comb(O.) of their check function O, as comb(O;) = comb(O;)
comb(On). By controlling the SR and CE signals of each O by two TPG

outputs (shared across all Oj's), and varying these signals to obtain the four

SR/CE combinations described earlier, we check each O; once in its original
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Fig. 14. Check slice con guration for PGP-3 outputs X and XQ.

SR/CE con guration. Furthermore, for each SR/CE con gurat  ion, it can be
shown that for the tamper-free case, O.= 0; ::: Op, and we thus obtain
correct parity checking of G?Z. O

5.3 PGP 3: Shannon's Expansion Functions with 4 k 11

As we mentioned in Section 3, when driving two LUTS' outputst o F5MUX,
we can get at most a 9-input function at the output of F5EMUX. We term the
output of F5SMUX as an “intermediate” output fy. It can serve as a D-input to

the storage element in the slice and thus become an SE output X Q (which can
be at most an 11-input function if it has SR and CE inputs), ori  t can bypass
the storage element and be a non-SE output X, as shown in Figur e 14. f, can

be represented as a Shannon's expansion expression: f, =1 f()+1 g(), where
| is the mux's select signal, and f and g are the functions implemented by the
two LUTSs driving the data inputs of FSMUX. Outputs that fall i nto PGP 3 are

those that are directly driven by  f, (X in Figure 14) or the output of storage
elementdriven by f, (X Q in Figure 14). Consider ssuch intermediate outputs
of F5SMUXes. We have

01 = | fl(xl;xz:::xm1)+E 01(Y1; Y2 1 Yn,)

Oz =1 fa(Xy; X2 Xmy) + 1 GaY1: Y211 Yn,)

Os = | fo(Xe; X2 i Xm) + | Os(Y1; Y2:::Vn,)
where0 m; 4,0 n 4 mi+n+l1> 4,8i,1 i s

The parity check function O of these intermediate outputs is
O.=0; O0O3::: Og

We prove the following result about the structure of  Oc.
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THEOREM 5.3. The parity check function O . of PGP-3 intermediate outputs

O.=0; 0Oy::: Os
I (i o or f9+1 (@ @ i gy
PROOF. We prove this by induction on s.
Induction Basis . We prove the theorem statement for s= 2.
Oc=01 Op=(If1+1g1) (If2+1gz)
=(If1+1g1) (If2+1g2)+ (If1+1g1) (If2+1g2)
=(If1+1g1) (I1+ ) (1+@)+(1+ 1) (1+G) (If2+1g2)
=(1f1+1g1) ((1f2+1G)+((1 fu+1gn) (If2+192)
=1f1fo+ 191G+ | fofo+ 1Gige = [(fofo + f12) + 101Gz + 0102)
=1(f; f)+1(@ )

Induction Hypothesis. The theorem statement is true for s=k.
Induction Step. We need to show that, given the basis and hypothesis, the
theorem statement is true for s=k + 1.

O0:=0; O03::: Ok1=(01 O03::: Ok) Ok (since is associative)
=[(Ffr fo ot R+ (o 9 o)) [ fert ! Ol
( from the induction hypothesis )
=(I fac+ 1 gr) (I frer+ 1 Gea)

=where fix =1 _f2 o fand gk =g G2 il Gk
=1 (fix  feer)+ 1 (Guk  Gk+1) (from the induction basis )
=1 (fr fo i fke i)+ (0 G i Gk Oke1)
O
It follows from the preceding theorem that
Oc=1 fc(xl;xz:::xm)+l_ Oc(Y1;¥2:::yn); O m 4,0 n 4
where fo = f; f, i fs,andgc =01 02 i s Thus, O also has
the same Shannon's expansion function structure as the  Oj's, and can thus be
con gured in just one slice as the FSMUX output with the mux's inputs driven

by its two LUTs that implement  f; and g. (similar to the con guration shown
in Figure 14).

Unlike PGP 1 and PGP 2, we will not check a set of PGP-3 SE output s
and non-SE outputs separately (in two separate parity group s), because this
would require two check slices. Our technique for checking P GP-3 outputs is
as follows.

(1) During the trust-checking process, change, if necessar y (i.e., if the original
con guration is not the following desired con guration) th e con guration
of each PGP-3 output so that both X and XQ are available at the ¢ orre-
sponding slice outputs as shown in Figure 14 (the original ou tput of the
slice could have been only X, only XQ, or both).
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(2) We con gure the check slice in the same manner so that we ca n check the
X and XQ outputs corresponding to each O; simultaneously (i.e., in one
parity group and in one check con guration). Thus, the fy of the check
slice is con gured as the XOR function of all the  f,'s in the parity group as
derived earlier. Since the f,'s drive the X outputs directly, the X output of
the check slice is the parity function of the X outputs inthe p  arity group.

(3) Forthe corresponding SE outputs XQ, their data inputsar e the correspond-
ing f,'s, and similar to PGP-2 outputs, and as spelled out in the pro of
of Theorem 5.2, during the trust-checking phase, SR and CE si gnals are
added to those XQ's which do not have them, and also to the chec k slice's
XQ output. Thus by Theorem 5.2, the XQ output of the check slic e is al-
ways the parity of all the XQ's in the PGP-3 parity group for ea  ch of the
four combinations of SR and CE values.

We are thus able to check both SE outputs and non-SE outputs of  this parity
group simultaneously. Note that we may check more X and XQ out puts than
there are in the original circuit, but we check all the origin al X and XQ outputs
as well.

5.4 PGP 4: Complex Output Functions with k > 4

There can be very complex functions of more than four inputs t  hat do not t
into PGP-3 categorization. For example, the output of FBMUX  can be a 15-
input function during trust checking with local recon gura tion (as described
in Section 4), and while the output of the corresponding pari ty check func-
tion of such functions will be a 15-input function as well, it may not be imple-
mentable in a single slice. Unlike the PGP-3 case, the functi on structure may
not be preserved when XOR'ing such 15-input functions. Itis  thus not possible
to determine the con guration required to implement parity check functions
analytically, as we have done for PGPs 1-3. We need to use synt hesis tools to
determine the implementation of these parity check functio  ns, and their im-
plementation may require one or more slices.

6. TACKLING TPG/ORA TAMPERING VIA RANDOM PARITY POLARITIES

Our discussion so far assumed that the TPG and ORA are tamper f ree. How-
ever, if an adversary is able to obtain the TPG/ORA designs, h e/she can tam-
per with them so that the actual circuit tampers go undetecte  d. For example,
a simple tamper of an ORA in which its output is changed to impl  ement the
zero function will lead to all parities being detected to be e  ven, in spite of the

presence of circuit tampers and the resulting erroneous sli  ce outputs. Simi-
larly, the TPG can be tampered with to skip exactly those test  vectors which
exercise tampers inserted in the circuit CLBs, thus not dete  cting them. The
TPG and ORA may also be tampered with by the device programmin g unit dur-

ing the loading of their con guration bits for trust checkin g. We present here
a technique using random-parity vectors that ensures very h  igh probability

detection of design tampers-even in the presence of tampers , in the checking
circuit (TPG and/or ORA).
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Random parities. Consider that for a parity group  G;j, the correct TPG pro-

duces the test vector sequence (TVS) S = (lp; I1;:::; Ion 1) where N-bit input
vectors are needed to check each CLB outputin G;. A tampering of the TPG
may result in an incorrect (2 N)-vector TVS S°= (Ij,; 1j,;:::5 1y, ,). Insuch a

sequence, for example, vectors flggthat exercise tampers inserted in circuit
CLBs may not be present and thus some input vectors are repeat ed one or
more times in the tampered TVS. Let the CLB outputs in Gj be Oq;:::; Oy,
and its check function be O.. If O is an even-parity function (the type of check
function we have seen so far), then since S°does not exercise the tampersin G;,
the outputs of G; will be correct over all vectorsin ~ S° and the ORA will detect
even parity for inputs  Ogj;:::; Oy; O, thereby resulting in the tamperings in
Gi, as well as in the TPG, going undetected.

The way around this problem is to design the check function fo  r each parity
group so that the designed-for parity for each input vectori s randomly chosen
to be odd or even. We term such a check function as a random-parity function.
For a parity group G;, let Pgyen be the sum-of-product expression of a set of
minterms corresponding to randomly chosen input vectors of ~ G; for which the
check function O is to be an even-parity function O&e" of the outputs. For the
rest of the input vectors, O, will be an odd-parity function 029 of the outputs.
Thus 02" = XOR|_; O; and 0% = XNOR_, O;, and we can express O as

— even, p_  Modd.
O¢= F>evenoc + Pevenoc .

a; = 0(1) if O is an even- (odd-) parity function for the  j'th input vector 1}, and
m =2N 1. Inthe tamper-free case, PV (G;) will be the output vector produced
by the ORA during trust checking across all input vectors in Gi.

TPG-CLB masking probability. We de ne the distance d(S;; S;) between two
test vector sequences S; and S, as the number of positions in which they have
different test vectors. We say that a tampered TVS ~ S°masks tampers in the cir-
cuit CLB it checks if the ORA outputs seen during the checking of Gj using &°
is identical to PV (G;). We further term such maskings as TPG-CLB masking ,
and note that these are different from the 2 2 patterned CLB-CLB mask-
ing (which also applies to random parities) discussed in Sec tion 2. Since each
a; 2 PV(G;j) is randomly chosen to be 0 or 1 for determining O, the probability
that two different test vectors fed to  G; produce identical parities (odd or even)
is 1/2. Thus the probability p™_“°(G;) of TPG-CLB masking is the probabil-

mask

ity ZTésq that S and SCwill produce identical ORA outputs; since  d(S; S%) 1,
this probability is upper bounded by 1/2. However, as a pract ical matter, a dis-
rupting circuit tamper, and especially the insertion of Tro  jans, can be detected
by quite a few test vectors; let the number of these vectors be mg. These
test vectors will not be present in  S° (due to a careful tampering of the TPG
by the adversary, otherwise there will not be a complete TPG- CLB masking)
and thus d(S;S) Mg and pPe " (Gi) would be quite low. Furthermore, if
we assume for simplicity that CLB outputs in each parity grou p are functions
of the same number N of inputs, then Sis the tamper-free TVS for all parity
groups. Thus, irrespective of whether a parity group is tamp  ered with or not,
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the probability that the ORA will not detect any abnormality when the parity

group is checked is zTéﬁ Hence if g is the number of parity groups, then the

FPGA-wide TPG-CLB tamper masking probability p;ﬂ’gslf'b is the probability

that for each G;j, the ORA's output is the same as the expected parity vector
PV (Gj). Thus, given that the random-parity vectors are chosenind ependently
for each parity group, we have

tpg clb

1 1
pmask tpg clb( ) .

|, Pmesc 20T o0asw 200
In a medium-size FPGA such as the Spartan-3, as discussed in S ection 2, there
will be in general four 50 48 2D codes mapped to the CLB-output array, where
each 2D code has 50+48+2 = 100 parity groups; thus g =400 and p* 5
an extremely miniscule value.

ORA-CLB masking probability. ~ For a correct TVS S, we denote the output
vector sequence of a parity group Gj by OVS; = (0Vy; ; OVan 1), where OV
is the output corresponding to test vector |;. If a tamper in the CLB logic cor-
responding to output function Oy 2 G; produces an incorrect output for test
vector I, then OV, will have an incorrect parity that will be detected by a
tamper-free ORA. We design the ORA as a tree of 4-bit XOR funct ions, where
each XOR is implemented by a 4-bit LUT. When some LUTs are tamp ered
with, and one of the tampers is exercised by the incorrect out put vector OV,
then the ORA produces a reverse parity compared to the one its hould produce
for the incorrect OV, and thus the error in OV, goes undetected; we term
such a masking of the underlying tamper in the CLB logic that r esulted in
an incorrect OV, as ORA-CLB masking. Irrespective of how the tampers are
distributed in the ORA and the CLBs of the parity group G, we can capture
their effect by two parameters x < 1and y < 1, where x is the fraction of ORA
inputs that exercise the tamper(s) in the ORA so that an incor  rect ORA output
is produced, and vy is the fraction of output vectors in OVS; that are erro-
neous with an odd number of errors (and hence detectable by a ¢ orrect ORA). 8
The probability p°r2, “° (G;) of masking a tampered parity group by a tampered
ORA = the probability of a tampered ORA not producing any inco  rrect output
for any output vector of a tampered parity group  G; = (probability that all odd-
erroneous output vectors in OV S exercise ORA tamper(s))  (probability that
no other output vectors in OV S; exercise any ORA tamper). Thus

prachG)=x'" (1 x@ ¥ 3)

Obtaining the partial differentiations of Eq. (3) with resp ectto x and vy, equat-

ing them to 0, and solving yields x = 1=2 and y = 1=2 for maximizing

pﬁ{;f“’ (Gi). Thus we have

1

PP G) o

8Note that even though an even number of errors are not detecta  ble within a single parity group,
each of these errors will also be present in other parity grou  ps and will be detected, save for the
2 2 pattern of errors whose probability  pmask We analyzed in Section 2.
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Once again, since all g parity groups are independently checked and have inde-
pendently determined random parities, the masking probabi lity for an entire
trust-checking phase is

1

ora clb .
Prasc ™ Sgm

For g =400 and N = 4, this is a negligible probability.

Check-CLB overhead for random parities. We note that random-parity check
functions can be implemented in exactly the same CLB resourc es as even-
parity check functions for PGPs 1-3, the most common PGPs; we show this
for PGP 3. Recall that each PGP-3 output  Oj is given by (see Section 5.3)

Oj=1 filxixe:iixa)+ 1 gj(ys y2::1Ya):

We proved in Section 5 that even-parity PGP-3 check function s are also Shan-
non expansion functions, and thus can also be implemented in  a single slice,
yielding a low-complexity check function; the same holds tr  ue for odd-parity
functions. In order to maintain this property for a random-p arity check func-
tion O for a PGP-3 parity group G we work backwards from the requirement
that O, should have a Shannon expansion structure; thus we desire th at O
has the structure

Oc=1 fo(Xa; X2; Xa; Xa) + | Qe(y1; Y2; Ya; Ya):

Suppose that G? has t slice outputs Oi;Oz; ;O with each O; given
as before. We generate two random 16-bit parity vectors PVf(Gf’) and

PVg(G?). Similar to the preceding de nition of Peven, We de ne here P;,en

as the SOP of minterms corresponding to input vector I, iff & = 0;a 2

PV 1(G?); Pden is similarly de ned corresponding to  PV9(G?). Next we de ne
f;even, f;odd, g;even, g;odd

OC ’ OC 1] OC 1] OC .

0" = X ORI, fj; OF°%=XNOR, f

Og™e"= X ORI, g;; 0% = XNOR',g
We nally determine the check function O as

_ f f;even f f;odd T g g;even g g;odd
Oc=1 (Peven Oc + Peven Oc¢ )+| (Peven O¢ + Peven Oc )

=1 fc+|_ S/

where fo= Plen 0%+ Plen O and g = PLen OZ%"+ PLen 0F°%,

It is easy to see that when | = 1, the output parity corresponding to input
vector |, is determined by a 2 PV f(G?) (if a = 0, Plen=1and O, = Of&en
the even-parity function, else O = ch;°dd, the odd-parity function). A similar
analysis holds for | = 0. Thus the parities determined by O are random, since

they are based on random PVs PV (G?) and PV9(G).
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Fig. 15. Our ECC-based trust design ow. Steps 1 and 2 compris e the conventional design ow,
and the actual trust design ow begins from step 3. It is assum  ed that the conventional design
ow produces a correct design that is then used by the trust de  sign ow to insert trust structures
for detection of tampers that may be inserted after the trust design ow is completed (e.g., at any
point in the system integration pathway, at the user's end, o r by remote attacks using high-energy
radiation such as electromagnetic pulses that can ip on-ch  ip con guration bits).

Finally, since in the previous expression for  O¢, each subexpression AND'ed
with | and | is a 4-input function, O for a random-parity PGP-3 group is also
a Shannon's expansion function implementable in one slice w ith two LUTs and
one mux driven by them (just as for the  O¢'s for an even-parity PGP-3 group).

Our trust design ow that uses the various concepts develope din this article
is given in Figure 15.
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7. EMBEDDING CHECK COMPONENTS IN THE FPGA

We discuss here issues in the embedding of check components ( check logic,
TPG, and ORA) in the FPGA for the trust-checking phase, andth e correspond-
ing hardware overheads. There are two ways to embed check com ponents
into an FPGA circuit: one is integrated embedding , the other is nonintegrated
embedding.

Integrated embedding. In this approach, we embed the check components
into the unused CLBs in the FPGA along with the application ci rcuit. During
each parity group checking iteration, we just need to choose the correspond-
ing check components and con gure the required routing to co  nnect the TPG
to the inputs of the circuit and check CLBs of the parity group to be checked,
and the outputs of these CLBs to the ORA. The check components in this sce-
nario will impose a hardware overhead, and may minimally aff  ect the timing
of the original circuit. The advantage, however, of thistyp e of embedding is the
minimization of con guration time since only the new routin gs need to be con-
gured for each parity group checking. An example of integra  ted embedding is
shown in Figure 2b. Our trust design ow given earlier (Figur e 15) is for the
nonintegrated embedding scenario, though it is easily modi  ed for integrated

embedding.

Nonintegrated embedding. In this scenario, the check CLBs, TPG, and ORA
are not integrated with the original circuit, but con gured in when needed
during the tamper trust-checking phase. During this phase, one parity group

is checked at a time, and each time we embed the corresponding check com-
ponents in other parity groups' space which are not being che cked. In this
way, our hardware overhead is 0% as for each parity group chec king, we actu-
ally reuse the hardware that is not being checked. Similarly , since the check
circuit components are not present during the normal circui  t functioning, its
performance is unaffected by this approach. Figure 16 shows a nonintegrated
checking of a parity group column (for simplicity, we show he re a nonran-
domized parity group) of a 4 4 CLB array with the TPG, ORA, and check
CLB con gured in nearby positions. Our trust design and chec  king ows given
earlier (in Figures 15 and 4, respectively) are for noninteg rated embedding.
After the checking phase, the original FPGA circuit (that in cludes nonfunc-
tional CLBs con gured with the logic zero function) is resto  red in the FPGA,
and normal circuit operation resumes.

ORA and check slice overheads. Consider an FPGA with N CLBs. Irrespec-
tive of the size of the two dimensions of the FPGA array, we can  map a “logical”
square m m CLB array onto the actual FPGA array, where ( m 1)2< N m?2.
For simplicity of exposition, we thus assume in the overhead  analysis here that
the FPGA has an m m CLB array; we thus also assume thatan m m 2D
code is (randomly) embedded in it. As shown in Figure 6, each s lice has 7
EA outputs, and so each CLB has 28 EA outputs. Thus, in the embe dded 2D
code's (random) CLB row/column, there are 28 m outputs. These outputs will
fall into different PGPs. We assume that these outputs are, 0  n average, evenly
distributed across the 4 PGPs available in each row/column o f the embedded
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Fig. 16. (@) A4 4 CLB array; (b) nonintegrated embedding-based checking: a  column parity
group being checked after con guring in the check component s in adjoining regions; for simplicity
we show a nonrandomized parity group.

2D code, so that each parity group corresponding to each such PGP will have
7m outputs on average.

The hardware cost of the ORA of size p (number of inputs = p) is an XOR-
gate tree (a parity detector). Each LUT can implementa 4-inp  ut XOR function
and each slice has 2 LUTs. Thus the slice cost of ORA of size pis

ORAos(p) = §+1—%+:::+1 2 g: 4)
If the ORA size is p, then each potential parity group of size X will need to be
divided into dxie parity subgroups and be separately checked; each subgroup
will have its own parity check function (i.e., each such subg roup is a nally-
determined bona de parity group). So thepaverage check slic e cost for each
row/column of the embedded 2D code is ‘j‘:ld%me L j, where the summation
is over the four different types of parity groups, and L ; is the number of slices
required to implement the parity function of PGP j- Thus the total hardware
cost of check slices is

X 7m
CScost(p) = 2m d—e Lj; (5)
. P
=1
where 2m is the number of rows and columns of the embedded 2D code. Henc e
the overall hardware cost A(p) we want to minimize is

A(p) = ORAcosl(P) + CScost( P): (6)
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Table I. Hardware Overhead for a 64-Bit TC

CLB Slice
TPG (9-bit counter) 4 10
ORA 7 26
Check CLBI/slice 24 94
64-bit TC circuit 34 75
Total FPGA size checked 480 1920
Hardware overhead 7.292% | 6.771%

Table Il. Hardware Overhead for ICC

CLB Slice
TPG (11-bit counter) 5 12
ORA 7 26
Check CLBI/slice 24 95
ICC circuit 45 132
Total FPGA size checked 480 1920
Hardware overhead 7.500% | 6.927%

Table Ill. Hardware Overhead for RISC

CLB Slice
TPG (15-bit counter) 9 28
ORA 2 6
Check CLB/slice 36 139
RISC proc. 290 1003
Total FPGA size checked 480 1920
Hardware overhead 9.792% | 9.010%

From Section 5, we know that L, =L, = 0:5and Lz =1 and we assume here
that L4 = 2 on the average. To minimize the hardware overhead, we equa te
the differentiation of Eq. (6) with respect to number p to zero (with the sim-
plifying assumption that d%’“e = %m). We thereby get the ORA size (number of

inputs) for the minimum overhead as 4 = 21 19m, and the minimum hard-
ware overhead of check slices and ORA as % 7m slices. We assume that
the average TPG (across all circuits) is an 11-bit counter (n  ote that its maxi-
mum possible size isp15) which uses 12 slices. So the total har dware overhead

percentage will be ﬁ:m 100%.

The FPGA we used in this experiment is the Spartan-3 XC3S200 F PGA,
which has a 24 20 CLB array. We map a 22 22 CLB array onto it, thus
m = 22. From the preceding expressions, the minimized hardwar e over-
head percentage will on an average be 7.56% across different circuit im-
plementations on the FPGA; this is borne out by our experimen tal results

(see Tables I-III).

8. EXPERIMENTAL RESULTS

Using the two trust-design methodologies based on even- and random-parity
groups with an underlying 2D ECC developed in this article, w e check three
circuits: 12C _Controller _Core (ICC) [Herveille 2001] (size of 45 CLBs, 132
slices), a 64-bit Tree _Comparator (TC) (size of 24 CLBs, 75 slices), and a simple
RISC processor risc16f84 [Clayton 2002] (size of 290 CLBs, 1 003 slices). Both
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Table IV. Average Pp and Pga Results across All Circuits for the Even-Parity Technique

Logic tamper TPG & ORA TPG tampered ORA tampered TPG & ORA
location tamper free only only tampered
a. Existing |OgiC Pp Pra Pp PEa Pp PEa Pp Pra
0 tamper NA 0% 0% 0% 95% 0% 95% 0%
1-10 tampers 100% 0% 100% 0% 95% 0% 95% 0%
b. Extra logic

1-5 CLBs 100% 0% 100% 0% 95% 0% 95% 0%

the trust-design (Figure 15) and trust-checking (Figure 4) ows were manually
followed, and ISE tools were used where indicated. We obtain ed experimental
data for the following metrics.

(a) Hardware overhead (includes TPG, check slice, and ORA overheads)
for the integrated embedding scenario (for nonintegrated e mbedding the
hardware overhead is 0).

(b) Tamper detection probability P p, de ned as the percentage of time inserted
tampers in the circuit or unused slices (extraneous logic) a re detected in
their respective parity group checking, and when TPG/ORA ta mpers are
detected during parity group checking as unexpected ORA out puts.

(c) False alarm probability P g is the % of time the checking of a tamper-free
parity group results in an unexpected ORA output when the TPG and ORA
are also tamper free.

(d) Detection latency (DL) of the parity group checking process, de ned as the
number of test vectors fed across tampered parity groups bef ore the rst
tamper is correctly detected.

(e) Circuittime overhead , which is the increase in the critical path delay of the
circuit in the integrated embedding scenario (for noninteg  rated embedding
the circuit time overhead is 0).

Hardware overhead. As explained in Section 7, for nonintegrated embed-
ding, the hardware overhead is 0%. Using integrated embeddi ng, the hard-
ware (CLB) overhead of the three circuits is 7.5% for ICC, 7.3 % for TC, and
9.8% for RISC, as we can see from Tables I-lll.

Fault-detection and false-alarm probabilities.  We insert 3 types of CLB tam-
pers: (i) Logic Function Tamper (LFT): tamper of only the com  binational logic;
(ii) Storage Element-related Tamper (SET): tamper of the se  quential elements
of a CLB,; (iii) Interconnection Tamper (IT): tamper of inter ~ nal interconnections
within a CLB. We insert 1-10 tampers into the circuit CLBs in t he following
proportion: 60% LFT, 30% SET, and 10% IT. We also insert TPG an d ORA tam-
pers: We insert 1-3 tampers each into the TPG and ORA (half oft hem are LFT
and the other half IT).

The average Pp and Pga results for the three circuits are shown in
Tables IV-V; each Pp and Pgp is calculated based on 20 different tamper in-
jection experiments. While we check all parity groups of the  two medium-size
circuits, for ef ciency, we insert tampers in and check a few randomly chosen
parity groups of the RISC circuit; statistically, the Pp and Pga results obtained
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Table V. Average Pp and Pga Results across All Circuits for the Random-Parity Techniqu e

Logic tamper TPG & ORA TPG tampered ORA tampered TPG & ORA
location tamper free only only tampered

a. Existing |OgiC Pp Pra Pp Pra Pp Pra Pp Pra
0 tamper NA 0% 100% 0% 100% 0% 100% 0%
1-10 tampers 100% 0% 100% 0% 100% 0% 100% 0%
b. Extra logic

1-5 CLBs 100% 0% 100% 0% 100% 0% 100% 0%

Table VI. DL Results for Even-Parity Groups for the ICC Circu it

CLB tamper in TPG tampered ORA tampered | TPG & ORA | TPG & ORA
parity group only only tampered tamper free
SET 272 129 21 770
LFT 10 6 10 4
IT 785 129 31 1538

The Unit is in Number of Test Vectors.

for RISC are representative of the Pp and Pga that would be obtained if all its
parity groups are checked.

As we can see from Table 1V, for the even-parity technique, al Ithe Pga's are
0%, which is very promising. Almost allthe  Pp's are 100% except for two cases:
(1) During the experiment, we insert 1-3 tampers in the TPG ci  rcuit 20 times
when there are no tampers in the circuit CLBs. The Pp obtained is 0%, which
indicates that TPG tampers cannot be detected when using the  even-parity
technique. (2) We randomly insert stuck-at-0 tampers (amon g other tampers)
at various CLB outputs of the ORA, including the nal ORA outp ut. The latter
case will always lead to a nondetection of circuit tampers fo r the even-parity
technique. Overall (over various random tampers of the ORA) , in the ORA
tampered and the TPG and ORA tampered cases, the Pp is 95%. As shown in
Table V, in the random-parity technique, however, the Pp's are 100% for all
cases, which underscores the signi cantly higher reliabil ity for this technique,
and its promise for FPGA trust design.

We also randomly insert extraneous logic in 1-5 empty CLBs in  the follow-
ing PGP categories: 50% PGP 1, 30% PGP 2, and 20% PGP 3. Average results
across 10 such experiments are given in Tables IV and V; allth e Pp's are 100%
except the Pp's for the even-parity technique when the ORA is tampered wit  h,
while the Pga's are always 0%. This empirically establishes that our tech -
nigues can also detect extraneous logic with very high proba bility (as is also
theoretically evident from the discussion of our technique s) and without false
alarms.

Detection latency. For the detection latency (DL) metric, for expediency we
obtained results for both parity techniques for only the ICC circuit and with
one tamper in it (either LFT, SET, or IT). Once again, taking t he TPG and
ORA into account, there are four different tamper con gurat ions as tabulated
in Tables VI and VII. As shown in Tables VI and VII, the DLs of th e random-
parity technique are smaller than those of the even-parityt ~ echnique when the
TPG is tampered with, while the DLs of the two techniques aret  he same when
both TPG and ORA are tamper free or only the ORA is tampered wit h. The
DLs of the random-parity technique when the TPG is tamperedw  ith are all 2's
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Table VII. DL Results for Random-Parity Groups for the ICC Ci rcuit. The Unit is in

Number of Test Vectors.

CLB tamper in TPG tampered ORA tampered | TPG & ORA | TPG & ORA
parity group only only tampered tamper free
SET 2 129 2 770
LFT 2 6 2 4
IT 2 129 2 1538

Table VIII. Circuit Timing After Check Component Embedding
Original Circuit

Trust-Designed Circuit
(integrated embedding)

Longest delay in 64-bit TC 20.609 ns 18.362 ns
Min clk period in ICC 5.340 ns 5.083 ns
Min clk period in RISC 9.822 ns 9.981 ns

because each parity group has different parities across the ir input vectors, and

thus if the TPG is tampered, we are very likely to detect the ta  mper quickly.
Finally, the average DL of the even-parity technique is 280 u  nits while the
average DL of the random-parity technique is 169 units, a 40%  improvement.

Circuit time overhead. For nonintegrated embedding, after checking every
parity group, we remove the check CLBs, TPG, and ORA, so the ti ming of the
original circuit will not be in uenced. When using integrat ed embedding, the
timing effect is shown in Table VIII. While embedding the che  cking circuit,
the original routing may be in uenced even when there is no tr ust checking
in progress. Table VIII shows that after check components ar e embedded, the
original circuit timings are surprisingly improved for TC a nd ICC circuits, but
this is probably noise for the medium-size circuits. For the RISC circuit the
minimum clock period increases by no more than 2%.

9. CONCLUSIONS AND FUTURE WORK

In this article, we presented a novel two-level randomized s tructural error-
correcting-code-based method for design of trusted FPGA ci rcuits in which de-
sign tampers are detected with very high probability during a trust-checking
phase. We analytically obtained masking probabilities for the 2D code ECC
under different masking scenarios (CLB-CLB, TPG-CLB, and O RA-CLB) and
showed that these probabilities are miniscule. Experiment al results on two
medium-size and a moderately large circuit (a RISC processo r) showed that we
are able to detect tampers of all varieties: (i) in circuit CL  Bs, in terms of LUT
functions, storage elements, and internal interconnectio  ns; (ii) in the checker
circuit comprising the TPG and ORA,; (iii) insertions of extr ~ aneous logic. With a
small hardware overhead, we achieved a tamper detection pro  bability of 100%
and a false alarm probability of 0% for the random-parity tec  hnique.

We have recently developed routing-tamper checking as a sig nicant ex-
tension to the CLB/slice checking techniques discussed her e; this will be ad-
dressed in a future paper. In future work, we will develop tec  hniques to detect
IP tampering. An approach for this is to use the IP's output fu  nctions, which
are known (e.g., for an FFT IP, the functions of the inputs for each output
are known) to derive check logic for these functions and thos e of other (IP or
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non-IP) CLB outputs that are placed in the same parity group. Another topic

for future investigation is determining the reliability-t o-cost trade-offs offered
by different ECCs such as 3D, full-2, full-3, and Hamming cod es. These ECCs
and trade-offs can be part of a trust-design toolset that aut  omatically chooses
the ECC that best matches the user-provided reliability and cost numbers.
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