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R
un an event on the practical implementation of high-performance computing tech-
nology in the capital markets that appeals to end users of such technology.

This was the challenge I posed for the CITY#GRID event last year. On De-
cember 12, 2006, more than 200 professionals from the capital markets technology 
business converged at the Hilton in London’s Canary Wharf. End users made up 70 
percent of attendees, ensuring an excellent outcome for the day. I would like to thank 
the delegates, speakers, and of course, the excellent vendors whose support is so crucial 
to the community.

As group publisher of financial technology and market data at Incisive Media, I attend 
many industry events every year. What set CITY#GRID apart from the rest was the 
real sense of urgency and excitement I felt throughout the day. CITY#GRID focuses on 
grid computing, breakthrough technology that enables the business side to realize sig-
nificant advantages at the power, cost and manageability levels. Once again, technology 
is changing the way traders think about how they can move money.

Of course, it is not always easy to see tangible results produced by technology, and as 
such, the IT side often plays second fiddle to the business side—it is only a servant, after 
all. Many of the current and forthcoming grid projects discussed at CITY#GRID, how-
ever, proved that smart technologists are achieving results that will force the business 
side to re-think what is possible. Lower CPU costs, low-latency shared compute resourc-
es and increased processing power are now changing the way the industry functions, 
from breaking down infrastructure and trading silos to increasing the accuracy and 
depth of analytics.

CITY#GRID attendees demonstrated the fact that the space is white hot. The limiting 
factor here is not the technology, but the people who use it, which emerged as one of the 
strongest themes of the day. The mind shift to a shared-resource infrastructure is not 
immediately on the cards for some, but strong-minded and well-informed leaders will be 
able to drive forward, while the grid community continues to push the envelope.

This special report features some of the highlights from the CITY#GRID event. We 
hope the valuable insights provided by our roster of top-tier panelists and speakers will 
help guide you as you embark on or continue down your own grid computing path. 

We also invite you to attend STREET#GRID, the upcoming event to take place at the 
W Hotel, Union Square, in New York on April 16. End users can expect a practical 
program delivered by their contemporaries, and STREET#GRID will feature interac-
tive audience technology as well as ongoing discussions via our new #GRID Web site, 
which will be live shortly.

I look forward to seeing the speakers, delegates and sponsors at STREET#GRID. If 
your day is dedicated to high-performance and grid computing, your attendance is 
mandatory.

Ben Ray

Group Publisher, Financial Technology and Market Data

Incisive Media

Fulfilling the Promise



I
t was a pleasure for me to serve as both a speaker and panel member during 
the CITY#GRID event in London and I very much look forward to the 
next event, STREET#GRID, in New York on April 16.

While it is always an honor to be a speaker, it was fantastic for me to be able to 
catch up with the major vendors and, of course, renew my many acquaintances 
across financial services, particularly from my work at Wachovia but also from my 
former days at IBM involved in grid computing. The bonus for all of us, beyond 
renewing relationships with acquaintances, and making some new ones, was the 
event’s focus on financial services.  

Unlike the many other events I’ve participated in since I began to focus on grid, 
utility computing and SOA/SOI over the last few years, CITY#GRID offered a 
more focused agenda on issues we face daily. With my colleagues from Société 
Générale, Merrill Lynch, Bank of America, Credit Suisse, Barclays Capital and oth-
er firms, it was great to compare and contrast our daily roles within our respective 
enterprises.  

In my experience, more general seminars surrounding standards bodies or general 
grid events don’t offer the luxury of focusing on an industry like financial services 
and the specific issues we face. In delivering value for our respective businesses, over-
coming obstacles specific to financial services—whether related to applications, 
high-speed infrastructures, or the general nature of research, sales, trading, risk and 
compliance—is a large part of what we do. 

Much of my time is spent growing our grid infrastructure and deployments and 
adding other technologies and practices to our utility model. It’s always beneficial to 
expand the typical discussion points around grid, and having an interactive chance to 
do this among the best in the industry is superb. There are many critical areas sur-
rounding grid, including global operations and management, latency issues, the im-
portance of a distributed cache strategy, and many other very pertinent topics that are 
key to any institution’s success in this space. I’m thankful for the forum that allowed 
us to discuss and debate these important issues.   

I look forward to seeing you at STREET#GRID in New York. l

Bob Hintze

Vice President of Utility Computing

Wachovia Corporate and Investment Banking Technology

Grid Guide

A Grid Gathering
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C
ITY#GRID was, for me, the occasion to see how the principal actors in in-
vestment banking perceive the state-of-the-art in grid computing or grid 
caching technologies. 

From an architecture point of view, the panels on managing the grid and optimal 
use of the grid were interesting, providing an overview on different case studies of 
integrating grid computing in various types of trading room applications. The usual 
pitfalls of grid-enabling an application were discussed. We also examined the issues of 
development, knowledge curve, integration at the middleware level and more. 

The presentation on space-based architecture by Andy Doddington of Bank of 
America was very convincing. He demonstrated the benefits of deploying process-
ing close to the data in order to build an efficient information system. This kind of 
presentation gave me some idea of how to build our profit-and-loss and risk analysis 
architecture to enhance our information system at Société Générale. 

Data distribution was a recurring subject throughout the CITY#GRID conference. 
This topic was also the discussion thread of my presentation, entitled “Grid, an Ena-
bling Technology,” because our massively distributed architecture based on multiple 
applicative clusters pushes the grid computing solution to its limits. I explained how 
our information system addresses this issue by architecture in push mode combined 
with a high-performance distributed cache. A key point was the need for a strong in-
tegration of grid computing and grid caching tools to obtain greater scalability. This 
integration allows the grid-enabled application to leverage the multi-core architec-
tures and to optimize performance on multi-LAN networks. 

During the event’s coffee and lunch breaks and particularly after my presentation, 
I was able to talk with architects and managers to share our points of view on vari-
ous subjects such as market data distribution, partitioning of the grids and priority 
management. Finally, thanks to the feedback of the attendees, I can see that our 
architecture is at the top level of grid usage in investment banking.

Ludovic Quesnelle

IDEA Software Architect

Société Générale
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A Day at CITY#GRID 
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I
f you look back at distributed computing in the ear-
ly 1970s, and grid computing and some of the termi-
nology that was linked with it in the mid 1990s, you 

see that grid has gone through quite an evolution. We’ve 
made the jump from academia to the commercial side, and 
financial institutions around the globe have implemented 
grid in many different ways.

You can’t really talk about grid computing without tying in 
virtualization, service-oriented architectures, or infrastructure, 
concepts that have been in development over the last 30 or more 
years. What we’re doing at Wachovia is a utility-based solution.

The overall struggle is to make those technologies easier to 
manage, not only in and of themselves, but as a sum total, as we 
start to integrate them more and more.

Latency is an interesting discussion. It is extremely critical, 
relative to the solution that you’re trying to put together. If you’re 
trying to tie in multiple sites around the globe—whether it’s 
London, Chicago, New York, Charlotte, Tokyo or Hong 
Kong—latency becomes an important factor. 

There’s no single solution or recommendation I can give you 
that fits all of your application needs. 

Storage hierarchies span more and more layers than ever be-
fore. So if you start at the chip level, and you have front side bus 
speeds, you’ll see that latency, as in the storage hierarchy or the 
data hierarchy, is very, very critical, but only critical as fast as you 
need it.

Therefore, latency is most easily addressed by proximity and 
size of the data.

Latency sensitivities are forcing complete system design. At 
Wachovia, part of my mission is to run a team of 10 to 12 inter-
nal consultants. 

My group specializes in systems and integration architectures. 
We spend very, very little time at an engineering level. We take 
advantage of some of the new processors, new technologies. 

We found it important to take a complete system design initia-
tive. As long as you’re choosing commercially available building 

blocks, you can more rapidly deploy. And so, service-oriented 
architectures, service-oriented infrastructures, and service-ori-
ented utility paradigms that we’ve put in place are, to us, per-
haps more important than the engineering level.

Application and data design, operational model and workflow, 
the physical attributes of hardware and behavioral attributes at 
execution time are very important. We’ve played around with 
the concept of harvesting desktop CPU cycles and whether you 
should harvest cycles that have been idle for 10 minutes or more, 
or one minute or more. It is interesting how it all comes back to 
human behavior.

My final point, in terms of latency, is that the time to execute 
must be less than the window to act. Not everything deserves or 
requires a three-second response time. There are some things 
that require a 100-millisecond response time.

Wachovia Today
More and more, we are harnessing collections of these technolo-
gies to solve one business problem. So, larger and larger grids’ 
intra-day business functions is where Wachovia is headed.

We now span several thousands of nodes, just like many of the 
other larger institutions. So, innovation within deployment and 
multi-tiered grids is something that we are growing accustomed 
to now, where we have grids controlling other grids. We have 
cascading grids, where an engine of one grid might actually call 
functions and create or spawn off work that can be found.

Imagine four or eight CPUs on a very rudimentary box. We 
find several instances of Java virtual machines (JVMs) loaded 
with both memory and consumption from a compute point of 
view. These are co-resident and real memory, co-resident CPUs. 
We might have as many as seven to 12 different consumers of 
the system resources on a single box.

Business workflow points in a single application use grids dif-
ferently, so we’re now constructing types of business flow from 
simulations of market conditions through the valuation of those 
conditions, through the creation of a single state of risk position. 

The Evolution of
Grid Computing
At the opening of the CITY#GRID event in London’s Canary Wharf, Bob Hintze, the 
vice president of utility computing at Wachovia Corporate and Investment Bank, got the 
ball rolling with his presentation, “The Evolution of Grid Computing Technology Over the 
Next Few Years.” 



All of those processes are using those resources in a different 
manner, and you could almost say we have several different log-
ical grids, based on the sequence of where you are in that busi-
ness process flow.

We’re also creating service nodes, which are bridging the 
gap over to service-oriented computing. We just went to pro-
duction with an image conversion service on behalf of our 
correspondent bank. 

Routing and scheduling are more critical than ever before. 
That goes back to your overall system design and how your re-
sources are going to be consumed, versus the behavior.

On any given day, we don’t know how they’re going to be 
consumed, so we need to have our infrastructure respond on 
a dynamic basis. We also occasionally have reservation-based 
systems.

The Challenges
Real-time data delivery becomes even more critical to certain 
business applications. With the increased horsepower and the 
increased amount of activity and market data that’s being made 
available, the marrying of that real-time data to the onboard 
processing has to occur in real time.

There are many functions that get done overnight. We’ve run 
several trillion calculations between the hours of 6 p.m. and 6 
a.m. Intra-day activity is our goal for the future.

Don’t try to fight the cultural or the political boundaries with-
in your institution. What we’ve found in Wachovia—and part 
of this was enabled by the new CIO who was brought in two 
years ago—is that you must always link whatever you’re doing 
back to a business case. And as long as you can make that link-
age, the cultural aspects and the political aspects will take care 
of themselves.

I would like to see them spending more time on the manage-
ability of grids, as opposed to the development environments for 
those grids. We can always find somebody who can figure out 
how to make it work. The trick is to keep it working.

The integration of complimentary technologies is increasingly 
important. And from a utility point of view, we’ve probably de-
ployed 15 different technologies this year, all overlapping the 
space of virtualization, dense computing and service-oriented 
management within Wachovia. So grid is one of those. 

Mass adoption must have a self-contained business proposi-

tion. Everything that we do is tied back to a business proposi-
tion. We revisit those metrics for success, after we’ve rolled 
something out, so that we can continue to validate what we’ve 
actually put in place.

Vendor execution, followed by partnerships, will always out-
weigh vision. The greatest of visions will not help you get any-
where as a consumer. You need to be able to execute. Financial 
institutions need to reduce decision times. Get to your short list 
in a hurry. Determine who those players need to be and exercise 
the different customers that they have. Speak to people in the 
industry. Figure out how that problem has been solved before, 
and just get on with it.

Link technology lifecycles to business value. I 
can’t stress it enough. Leverage the in-
dividual technologies as they ex-
ist. Put aside the thesaurus and 
the dictionary, and stop trying 
to define the grid or virtualiza-
tion technology. You’ll never 
reach the end. Pick those tech-
nologies that solve a problem 
for you and put them to use.

Drive suppliers to deliver. 
You’ve bought it, you’ve licensed 
it, you’ve installed it, and you’ve 
put it in your datacenter. Make 
them deliver. Make them inte-
grate. Make them bring it to fru-
ition. Optimize the value and the 
operational management. Opti-
mize people, process and technol-
ogy. Those three are very, very criti-
cal dimensions to be able to bring the 
true value of individual technologies to 
fruition.

Obviously it’s the goal of Wachovia, as 
of any institution here in the audi-
ence today, to be at the fore-
front of the leaders of the 
industry in putting 
those technologies to 
work. l

“Vendor execution, followed by partnerships, 
will always outweigh vision. The greatest of 
visions will not help you get anywhere as a 
consumer. You need to be able to execute.”



U
nlike other back-office technologies, grid computing 
brings a unique set of attributes and issues to the ta-
ble, which were debated during CITY#GRID’s first 

panel, entitled “The Case for Grid: Challenges, Opportuni-
ties and Politics.” The panel consisted of Alain Benoist, debt 
and finance chief information officer of Société Générale 
Corporate Investment Banking; Bob Hintze, vice president of 
utility computing, Wachovia Corporate and Investment 
Bank; Alexander Pastron, IT director, head of the grid pro-
gram, Credit Suisse; and Lawrence Ryan, director, worldwide 
financial services industry for Hewlett-Packard. The panel 
was moderated by Barry Childe of Barclays Capital.

Moderator: What is your firm doing with grid computing 
and how did you come to deploy it?
Lawrence Ryan, Hewlett-Packard: A lot of my comments to-
day are going to reflect my work with customers. Most custom-
ers are using grid technology around any sort of a high compu-
tational type of characteristic. I see grid used a lot around risk 
management work, pricing, and trading activities.

Alexander Pastron, Credit Suisse: We have been using grid 
computing for a few years. The shift we have seen over the 
last few years is really around the maturing of those tech-
nologies and the transition to commercial products to man-
age grid. Now we’re moving from delivery on the perform-
ance applications toward 
the more subtle benefits 
of the grid, from time-
to-market to utility 
compute problems.

Alain Benoist, Société Générale: We’ve been working on grid 
computing since 2003, when we started with the commodities 
derivatives, and then we moved on to trust derivatives and cred-
it derivatives. Actually, the more complex credit derivatives now 
consume more than 90 percent of our compute time. So, this is 
a key product for us. We also moved on to equity derivatives. 
There are also applications on the risk management side—value 
at risk or credit risk.

Bob Hintze, Wachovia: Wachovia, just like Credit Suisse, be-
gan using grid computing many years ago. We started to make 
our commercial grid transition in 2001 and 2002 with DataSy-
napse’s predecessor, a product called Live Cluster. That started 
in the scavenging arena on an experimental basis, and it has tak-
en off from there.

From a business perspective, that work was done in exotics and 
credit derivatives, and one of the wider deployments making 
Wachovia a world leader is in structured credit products. We’ve 
expanded that to every other aspect of the investment bank, 
bridging the gap between our image conversion service and 
some of the other core services into the rest of the institution.

Moderator: What were the early key challenges of setting up a 
grid? Secondly, did that deployment live up to your expecta-
tions? 
Ryan: One of the first grids we created was an existing scale-up 
pipe system the customer was dealing with at the time. The cli-
ent was very limited. They were not able to complete any of the 
work they needed, and they wanted to move it toward intra-day 
calculations. This actually was a credit derivatives-type market. 
We ended up helping them move it toward a simple scale-out 
infrastructure with some simple middleware software. That ex-

ceeded their needs, and they were 
able to reduce calculation 
times from four hours to 
several minutes.

The Grid Opportunity
Grid computing presents an array of 
opportunities and challenges. Is your firm 
prepared? 

From left to right: Bob Hintze, Alan Benoist, Alexander Pastron and Lawrence Ryan
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Pastron: Our first experience in integrated commercial grid 
products was in grading the existing application that does the 
Monte Carlo simulations in the front office. That application 
was mature and delivered good value to the business, and the 
challenge was to introduce the new technology so that we could 
have more functionality from the application. It was primarily 
looking for things like prioritization, transparent failover, and 
ultimately moving toward the elimination of the silos between 
the businesses. Those were the main objectives in the first imple-
mentations.

The challenges were obviously replacing the in-house highly 
customized, highly tuned application. You have a lot of expecta-
tions to meet in terms of the performance. As you bring in the 
third-party products, it’s always a more generic solution that you 
have to tune and find some sort of compromise in meeting the 
existing performance.

The other big challenges were obviously organizational, as we 
are used to having full control over our destiny, over the soft-
ware that we run. Just to get the buy-in from the IT groups and 
from the businesses to introduce new products from emerging 
vendors is always challenging. The other part of the organiza-
tional challenges and cultural challenges is sharing the resourc-
es. It has been one of the main objectives from the very start, and 
while we introduce the third-party products, those cultural 
challenges still have to be overcome.

Most of the silos that existed between various business units, 
discs and clusters still exist. We still have a long way to go with 
the utility computing model, but I would say, overall, it has been 
an interesting journey.

Benoist: At Société Générale, we discovered grid computing in 
2002. At the time, we were reengineering our commodities de-
rivatives system. It’s a system that is meant to manage base met-
als, precious metals, energy, oil, gas, electricity, carbon emis-
sions, and all sorts of commodities. Therefore, we were 
anticipating growth volumes by at least a factor of 10. When you 
implement such a system, it’s an investment for a decade.

With the previous system, we were already using 50 CPUs just 
to compute value at risk. So we anticipated that we would re-
quire a few hundred PCs down the road and this is how we 
came up with grid computing. At the time, we entered into a 
partnership with Microsoft and Platform Computing and we 
engineered that system. It was successful and this is how we 
moved into interest rate derivatives, then risk management and 
equity derivatives, and so forth.

Hintze: From Wachovia’s point of view, grid has been in use on 
the commercial side in excess of five years now. I would say that 
we didn’t have a single inhibitor. I think the business value is 
there. The cultural change occurred over time, because the busi-
ness value was there. The cultural change was fairly insignificant 

relative to what other institutions might go through. I think the 
biggest hurdle that we’ve encountered over the past five years is 
actually the relinquishing of ownership. People tend to feel as 
though they need to own their resources or have the ability to 
manage their resources.

Sharing is probably the biggest single concept to which they 
each needed to acclimate—in other words, understand that 
they could share resources, but not necessarily need to be co-
resident on a simultaneous basis. Once you make that leap, the 
boundaries from a business point of view become much more 
opened up, because what you need to do is dissect on a 24-hour 
basis who needs certain resources, and who has higher priority. 
The sharing is probably the biggest hurdle that we’ve overcome.

Moderator: There’s a lot of noise in the industry about the 
effect that grid computing has had on the datacenter. In 
particular, we hear a lot about environmental impact and 
datacenters’ physical space, on-demand compute cent-
ers and so on. Could you identify one area of concern or 
where you are seeing challenges and actually resolving the 
problems?
Pastron: As everybody else has their challenges with data-
center space and with heating and cooling, we see grid play-
ing a very important role in helping us address those issues 
in different ways. Looking at datacenter utilization, a lot of 
the boxes are underutilized and with the grid, we’re manag-
ing to improve the utilization on those boxes. This is actu-
ally going in two different directions, or two complementa-
ry directions. One is applications integrating with the grid, 
and we have a number of applications that are now running 
on the grids, and that’s improving the utilization of the box-
es and making the additional hardware available to those 
applications.

On the other hand, a very important initiative we’re going 
through is the grid itself coming to the servers and working out 
the cycle. Even if your application is not suitable for the grid, we 
can still get the server that hosts your application onto the grid. 
Then the grid is going to help mop up the cycles from that serv-
er, and that helps to address the congestion in the datacenter. 

“I’m sure many banks have had 
to build new datacenters just to 
host CPUs, which is the biggest 
challenge,” says Alain Benoist,  

Société Générale.



Benoist: On the datacenter 
side, a few years ago, grid 
farms were a few hundred 
CPUs. Now, several banks 
are counting farms with thou-
sands of CPUs and sometimes 
tens of thousands. I’m sure 
many banks have had to build 
new datacenters just to host 
these CPUs, so I think this is 
the biggest challenge. If we 
continue at this rate, five years 
down the road we might have to host hundreds of thousands of 
CPUs. Obviously, it’s a challenge for datacenters, and I’m not 
even mentioning the environmental impact, because the electric 
consumption is measured in gigawatts now. 

Hintze: From Wachovia’s point of view, this can be lumped into 
four different categories. First, we are looking at dense comput-
ing options and at the different suppliers, and how to more eco-
nomically power and cool the datacenter, especially since we are 
in the middle of creating a new datacenter in the US.

Number two is scavenging. We’re looking at wider acceptance 
of that penetration across the different groups and weighing how 
much we do from a sandbox versus development point of view, 
and scavenging environments versus production. Scavenging 
will be one method that we look at to overcome some of the 
boundaries we have.

The third area is networking in terms of how you take ad-
vantage of all the resources that you have and all the locales 
that exist.

The fourth area is the different hardware appliances that are 
available. So whether you’re talking about XML transforma-
tion, solid state discs or Java offload, it’s all of those types of 
appliance devices that offer a more efficient use for purpose-
built or single points within an overall solution that can be 
more economically leveraged.

Moderator: How are you using grid technology in your com-
panies to actually address business continuity and disaster 
recovery planning?
Pastron: When you go into disaster recovery and BCP 
tests, you have the hardware and the applications installed, 
and you find out that on the day of the test, not everything 
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“We are minimizing our 
dedicated disaster recovery 
environments and leveraging 
grid technology,” says Bob Hintze, 

Wachovia Corporate and Investment Bank.

From left to right: Alan Benoist, Alexander Pastron and Lawrence Ryan
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is configured the right way. We’re finding that the amount 
of effort we’re putting into the packaging of applications 
for grid execution is paying off.

The other way the grid is helping with disaster recovery is 
reducing unnecessary spending on hardware. However, we 
have to be careful with that, as the SLAs and the require-
ments for the calculations for the DR situation are still 
stringent. We want to make sure that even when one data-
center is out of action, we still have sufficient capacity in 
the other datacenter to serve the SLAs that we sign.

Benoist: I would say grid computing definitely helps on the 
disaster recovery side, because it allows banks like us to 
build active setups, and disseminate computing grids over 
several sites, so it’s increasing the resiliency dramatically. 
Also, it allows you to cost effectively manage your data-
center. You can think of surviving a few days with half of 
your infrastructure and using and computing your total 
downtimes (TDTs) to supplement that, so I think it’s a 
great move. And last but not least, we’ve been using our 
DRP desktops to help in day-to-day life. It was an unused 
asset before. Now we’re about to use it for testing purposes. 
Nobody is fighting for the CPUs, which stand on the 
DRPs, so we’ve made good use of it.

Hintze: At Wachovia, on a scale of zero to 10, I would 
place this at a three or a four in terms of our maturity. We 
know where we want to head. We are minimizing our ded-

icated DR environments and leveraging grid technology. I 
would also state that we’re taking advantage of different 
fabric-type environments or clustering for the more mono-
lithic-type applications. It’s not only grid for the delivery 
and the packaging of the applications, but also the concept 
of a fabric, so that we can have greater flexibility in the 
analytics and the transactional aspects, and where they go 
at any point in time.

	
Moderator: What will be your key grid computing priori-
ties in 2007?
Pastron: For us, during the last couple of years, grid com-
puting has moved on from the state of an early technology 
adoption to becoming more of the mainstream adoption. 
In 2007, I definitely see the rate of the adoption of grid 
computing at Credit Suisse increasing. It is probably going 
to switch from the compute-intensive applications to the 
service-oriented applications, to applications that are look-
ing for utility on demand. 

In order for us to support this, a couple of new initiatives 
are going to evolve in the next year around managing the 
SLAs for the new applications and existing applications that 
come to use the grid. We’re also introducing the transparent 
charge-backs for people who use the grid and the utility 
model.

Benoist: For us, it’s very simple. I think our priority is to 
deliver on the promise we’ve made, which is to share the 
computing power that is sitting in the datacenters. Sharing 
all the grids is still among our priorities. The second prior-
ity is, of course, access to data. I think it’s still a bottleneck 
for most applications, so we need to work on this.

Hintze: For us, within the utility context, I talked about 
process, people, technology, service contracts, and man-
ageability. We’ll all be part and parcel of where we head 
and where we mature. I think the single most important 
area for Wachovia for 2007 is going to be doing things in 
real time. l

“We’re moving from delivery 
on the performance applications 
toward the more subtle benefits of 
the grid, from time-to-market to 
utility compute problems,” says 

Alexander Pastron, Credit Suisse.



I
would like to talk about a project we did at Bank of 
America that leveraged GigaSpaces’ data caching tech-
nology. There were a number of Microsoft Excel 

spreadsheets that had been developed over a period of time, 
largely by the middle-office users, to manage profit-and-loss. As 
is typical with Excel spreadsheets, they had grown way beyond 
the natural limits of any sensible spreadsheet, to the point where 
they were unmanageable, un-maintainable, and with lots of 
key person dependencies. They also had huge load times.

The solution that we proposed was to replace this with an 
in-memory data grid, where that data would be virtually in-
stantaneously accessible, hugely scaleable using current data 
grid technologies, and easy to manipulate.

We started off looking at the P-and-L space, mainly because 
that was where the need began, but our long-term goal is to 
expand this project to other spaces. The P-and-L application 
was based on flat files, so the Excel spreadsheets had lots of ad 
hoc coding to import flat files into the spreadsheets.

There are three main issues here. One is processing time. Ob-
viously, these spreadsheets are not particularly scalable in terms 
of performance. The second is auditing in that there is no lim-
it to what a user can do to a spreadsheet. The third issue is 
maintenance. Even trying to extract the business requirements 
from the existing spreadsheets was a major task.

Our key assumptions going forward were threefold. Step 
one was to leverage the latest JavaSpace-based technologies. 
We looked around and JavaSpace seemed to be the optimal 
solution, particularly in terms of the simplicity of the model. 

The second assumption was that we would provide a rich-
client application. Although AJAX is taking us a long way 
toward being able to provide rich functionality on the desk-
top using a very thin client, I felt that a rich client would be 
more appropriate here.

And the final point was that we could generally rely on a 
daily extract from our upstream risk management systems, on 
the basis that the data we needed was produced via an over-
night batch process. 

This doesn’t naturally evolve into a truly dynamic solution 
but I thought we could start with a simple solution that works 
and then move forward from there. 

Obviously, that assumes that the data is relatively slowly 
changing. Having said that, the JavaSpace technology easily 
supports incremental loads if you felt that was necessary in 
the future, and indeed we have added that to future releases.

The architecture is embarrassingly trivial. We essentially 
have a single JavaSpace and the first implementation only 
spanned four nodes, each of which had four gigabytes of 
RAM and four CPUs. So, we had 16 gigabytes of RAM avail-
able in the cluster as a whole. There’s a certain degree of resil-
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technology to build scaleable trading analysis 
applications for the middle office.



iency built in there, so it’s not 16 gigabytes of pure RAM.
The upstream data feeds fed into the space and the user 

workstations allowed middle-office users to query the data 
in the space. Again, this was extremely simple.

The first stage is the ETL process. The initial implementa-
tion used a pull technology to read data from our various 
upstream systems. But it would be a trivial transformation 
to convert this into a push mode.

The ETL process converts the data into various Java Ob-
jects. We developed a generalized trade object model, and 
then placed the objects into the JavaSpace.

One of the other benefits of the JavaSpaces technology is 
that you don’t have this horrible mismatch between your 
business requirements and Java Objects. Everything is in 
Java Objects, which makes life a lot simpler when you’re de-
veloping an application.

So the GigaSpace held various assemblages of objects, pri-
marily trade objects, which would be associated with risk 
data objects. 

The next phase of the processing cycle is the P-and-L pre-
dict, which is done by various worker threads that run as 
Java Objects in the space.

We could conceivably have done the transformation as 
part of the ETL, but that was less attractive to us, partly as 
an architectural principle of distribution of responsibilities, 
and partly because using the worker threads gave us the scal-
ability and resilience that would otherwise have been lost if 
we’d stopped to a single point of failure.

I was going to say the processing is trivial but we need to 
apply this to tens of thousands of trades in our space.

We estimate the P-and-L based upon the delta and gamma 
figures that we receive from the risk management systems, 
along with the underlying movement in the interest rate.

With the data in the cache and having processed the data 
to generate the derived values, the final part of the equation 
is to retrieve the data in a form so that clients can browse the 
data and validate the P-and-L, the predictive P-and-L against 
the actual P-and-L.

We achieve this by using the JavaSpaces technology to 
place a querying job into the JavaSpace, which uses a space 
proxy. 

To facilitate this transformation we worked in partnership 
with GigaSpaces and Interface21, who are the originators of 
the spring framework. The RMI was based upon the Spring 
Remoting framework, which basically hid the fact that there 
was RMI under the covers and allowed us to swap back and 
forth between RMI and SOAP.

Having constructed the query and placed it into the 
space, the client performs a blocking take on the query re-
sults. The results of the query return to the client for pres-
entation to the user, and the details are hidden by the 
spring remoting wrapper. 

The overall effect is to emulate a traditional request re-
sponse on the set of trades, while at the same time leverag-
ing the JavaSpaces technology to give us performance and 
resilience.

The desktop application was based upon the Eclipse Rich 
Client Platform.

We have two main flavors, one for flow products and the 
one for exotics. The two main visible differences at this level 
are the graphing of the curve information. On the exotics 
we actually graph the volatility of the surface; for flow prod-
ucts it’s just a simple curve. Obviously at the detail level 
there’s a lot more information there. 

This application has a book/portfolio hierarchy, which al-
lows the user to click down through the tree until they find 
the particular book they are interested in. As they do this, 
the list of trades in the central window is updated to show 
the top 1,000 trades or the first 1,000 trades within that 
particular book. When they select one of those trades all the 
risk measures for that trade are highlighted in the bottom 
window.

Finally, if they click on a particular risk measure, the curve 
details are highlighted on the top right-hand window. All of 
that is based on standard Eclipse RCP functionality.

For the exotic solution the framework is essentially exactly 
the same. The first benefit of this solution is that it was con-
ceptually simple. JavaSpaces are very easy to understand, to 
describe and to build an application against. 

Secondly, it is highly scaleable. The incremental costs of 
expanding the system, in terms of processing capability and/
or memory are very low. It’s based on commodity hardware 
and we’ve used open source software where appropriate.

We also managed to achieve significant code reuse be-
tween the different versions. One figure that was quoted to 
me was that we achieved 90 percent reuse between the flow 
solution and the exotic solution. Given the differences and 
the complexity and the business functionality between those 
two solutions, I’m particularly proud of that result.

The end result is extremely easy to audit and relatively easy 
to maintain. l
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processing time, auditing and 
maintenance.”



T
raders from different asset classes want as many 
CPUs as they can get. How can investment firms 
meet their demands? This challenge was discussed 

during a CITY#GRID panel entitled “Managing the 
Grid—Developing and Implementing Appropriate Soft-
ware for Grid Projects.” The panel consisted of Andy Dod-
dington, principal architect, EMEA global markets tech-
nology, Bank of America; Steven Grill, chief architect, 
corporate, investment banking and markets, HSBC; 
Michael Ryan, chief technologist, investment banking ar-
chitecture, foundational components group, JPMorgan 
Chase; and Lewis Foti, Royal Bank of Scotland. The panel 
was moderated by Bob Giffords, an independent banking 
and technology analyst. 

Moderator: The real challenges of dealing with grid com-
puting are getting the applications to work on the grid 
and getting performance out of it. What sorts of applica-
tions are you developing and what kinds of challenges 
are you currently facing? 
Michael Ryan, JPMorgan Chase: I’m the chief technolo-
gist for JPMorgan’s compute backbone, or CBB. It’s a util-
ity where each of our lines of business gets its fair share of 
our 10,000-CPU grid, which runs just about every large 

risk management application in the investment bank and a 
handful of trading applications.

From the beginning, our primary goal with the CBB was to 
drive down the cost to compute. It’s been very successful and we 
calculate the savings at about $10 million per year. We achieved 
this by providing enough computer liquidity in the utility so 
that applications do not need to provision for peak. There’s 
enough room so that if an application needs more compute 
power, we can provide it.

Related to that is the ability to find sharing opportunities. 
Some applications require heavy compute power during the day, 
while others are an overnight batch process. There have been 
several occasions where a group has said, “We need X dozen 
computers to go out,” and instead of purchasing them, we were 
able to find sufficient cycles in our grid to provide them from 
our existing inventory.

Like everyone on this panel, we are aggressively attacking the 
cost of the infrastructure, using commodity x86 hardware and 
using Infiniband for our connectivity. 

We have a dual vendor strategy at every level of the architec-
ture, from hardware, connectivity, storage, grid software and 
operating systems, and we leverage open source wherever we 
can. As a case in point, we use Platform’s Symphony for schedul-
ing and Condor from the University of Wisconsin.

My Grid, Your Grid
How can your firm meet competing needs for grid computing power? 
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Our current focus is moving away from long compute, short 
data, and pushing the envelope toward getting more data in the 
grid and doing that at scale. So as we move toward the magic 
quadrant of longer data and shorter compute, we can help 
the bank attack more problems.

Steven Grill, HSBC: HSBC maintains a grid in all our ma-
jor regions. The focus of these grids is front to back for valu-
ation analytics risk, structured products and for our flow 
business.

Our emphasis these days is on grid consolidation and en-
suring our development is cost-effective and standardized. 
We focus on ensuring that our modeling efforts drive our 
development and we’ve had some interesting progress in 
terms of using a standardized infrastructure, which is driven 
by our models. This limits our exposure to different types of 
pricing analytics and coding requirements.

Lewis Foti, RBS: We have a number of grids. I think I’m in 
a situation similar to that of my colleague from HSBC. 
We’re looking now to how we leverage the grids to merge 
with one utility-based solution. It’s going to be a challenge 
mostly on the political and business side rather than on the 
technical side.

In terms of implementation, we’ve made strategic decisions 
to minimize our technology spread. We’ve gone, for in-
stance, with data on our grid server; we won’t permit any-
thing else because it means we don’t have to deal with tech-
nical fragmentation.

The need to address large-scale risk or do-it-fast analytics is 
what moved us to grid technology. But more and more we 
seem to be moving toward data grid. 

We have a plethora of data distribution mechanisms. Three 
teams came to me this month saying, “We’ve got lots of code 
we’d like to throw away; can you give us a standard solu-
tion?” We’re currently evaluating various data-caching dis-
tribution platforms. 

Andy Doddington, Bank of America: We have a number of 
grids spanning the globe across our four main locations. 

The largest is what we call “global grid,” which comprises 
several thousand nodes and primarily supports our rates and 
credit business. We have a separate large grid of nearly 1,000 
nodes, which supports the equities business. We chose a sin-
gle vendor for this: DataSynapse. We have endeavored to 
decouple ourselves from an individual implementation by 
providing our own high-level interface around the DataSy-
napse layer. 

We’ve also developed an in-house grid management tool, 
which allows us to provide an overview of the grid and its 
usage, which has proven very useful.

The Road to Success
Moderator: Success with the grid really depends on 
designing applications that run successfully on the grid, 
as well as making them easy to maintain and having the 
ability to analyze problems, perform diagnostics and 
manage errors. How do you go about designing programs 
for a grid? What is different about grid design as opposed 
to ordinary design?
Doddington: We didn’t start by building an application 
from scratch to run on the grid. 

We had a number of existing applications that we needed 
to migrate to the grid and our approach was essentially one 
of partitioning the applications along the natural point of 
parallelism, which for Monte Carlo simulation is relatively 
straightforward.

The biggest issue, having done that migration, was to en-
sure that you get the data to the application at the right time 
and that you can then get the data away from the applica-
tion. We’ve developed our own internal caching solution to 
support that.

The approach that we adopted was fairly straightforward 
in that we treated it as a computer file, so each node is equiv-
alent to any other node. There are no huge dependencies 
between them, for example. 
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Foti: For any team developing a grid application for the first 
time I would start by talking about concepts of data starva-
tion, where you can’t get the data into the grid fast enough, 
and data saturation, where you can’t get it out again. 

The grid is the best thing I’ve ever seen for killing a data-
base stone dead, which can be quite painful for all con-
cerned. 

I think most people forget the basics of software develop-
ment in their rush to solve the grid problem. The grid prob-
lem has its own specifics, which a lot of developers haven’t 
really encountered before. 

But you need to have an overriding architecture to coordinate 
different tasks and reassemble the results. What is different with 
the grid is that this actually happens in truly parallel fashion. 
You have data consistency that you didn’t have before. 

There are three fundamental grid architectures I’ve come 

across. There’s master-slave; a pipeline where you have linear de-
pendencies; and a graph, where you have lots of dependencies 
plus a two-way communication.

We try to make everyone use a firm approach. Everyone likes 
the challenge of doing this very complicated application and 
they lose sight of why they’re doing the development because 
they want to solve this interesting intellectual problem, not de-
liver business value. 

Keep it simple and it should work. Go beyond that and you’re 
into a wealth of problems and complexity you don’t need.

Grill: Clearly populating your compute engines is the primary 
issue, as well as the scheduling and dispatching of your com-
putational activities. 

The way we address this is really two-fold. [Doddington] 
referred to it as a large number of legacy applications, some 
of which may be very old, some of which may be very new, 
and all of which need to be populated with data. Having a 
standardized mechanism is obviously critical to success 
and the dispatching of the engine relative to that is equally 
important. We use a utility from a vendor to do that stand-
ardized caching. 

While we have a classic caching mechanism, where we ef-
fectively feed either a batch or in real time based upon our 
particular application need, we have an additional approach, 
which allows our business processes and those business events 
to feed data as they occur. 

In terms of the compute engines, the real key here from a 
development perspective is ensuring that inner loops are clean. 
We shouldn’t have to do error checking; things should be 
clean before they get to the inner loops and the standardized 
coding should already be taking place. 

We intend to have a standardized set of routines around our 
analytics. Different groups want to use their own analytics li-
braries in their own ways across different asset classes. We 
have a single set of libraries utilized in a standardized way 
across the asset classes. 

Cleaning existing applications is always a challenge and giv-
en the growth rate of the grid, it’s very important that these 
systems all look exactly the same so that we do have that util-
ity. If we don’t then we can’t manage the workloads well, 
which is the other issue regarding dispatching. So there are 
various workloads—some are batch oriented, some are real-
time—and the key is to have flexibility in those workloads 
and there are products that do that. 

If we’re talking about a greenfield approach that is event-
based, you can model these activities and have the business 
process needs adjusted on a real-time basis. We perceive a par-
adigm shift occurring in the industry right now in that regard 
and we believe that there is a significant improvement that can 
take place based upon that change.
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Moderator: JPMorgan has been doing this for years. How does 
JPMorgan ensure that clean code gets onto the grid? 
Ryan: You need the individual compute nodes to be stateless; 
they cannot know what their peers are doing and can’t have any 
dependencies on their peers in order to do their calculations, 
other than the data needed to perform their specific task.

What simplifies things on the grid is that you don’t have to 
worry about multi-threading your compute work. I know this is 
controversial but in terms of grid development, the grid schedul-
ing software does the threading for you; it divides up the work 
for you. Having your grid compute work multi-threaded de-
creases the throughput of the overall grid, because you spend 
your time context-switching as opposed to just crunching on the 
analytics. 

Moderator: When people start moving things to the grid and 
start to scale up, they can encounater some unexpected behav-
iors. Is that purely due to stateless programming or are there 
other aspects that need to be taken into consideration? 
Ryan: We have an integrated core team that does the profes-
sional services for on-boarding onto the grid and manages grid 
operations. This has been very helpful in preventing new appli-
cations from following the same pitfalls as their predecessors.

Also, you end up seeing unexpected behavior such as network 
timeouts. It turns out this is just the boundary of the grid sched-
uling software talking to the OS and overrunning buffers and 
things like that. When you get 1,000 workers trying to hit the 
same piece of data, bad things can happen.

The initial approach was to try to pull it out of the database and 
this doesn’t scale. So the next step is the network filing system 
(NFS). It’s ubiquitous and everybody knows how to use it. So, 
you take the data out of the grid, out of the database and you put 
it onto a shared filer. 

At some point this falls down as well, because the NAS head, 
which is basically a little Linux box sitting on top of some spin-
dles, gets pegged at 100 percent. All of a sudden, the grid starts 
slowing down as you add more compute workers to it and you 
see strange errors creep in. That’s when you start going with oth-
er solutions such as data caching and the like. This is when you 
need to get file input/output (I/O) and disk I/O out of the way 
in order to be able to scale beyond that. We get in at the architec-
ture level, then work with them when they’re building it and 
then finally with their operations team as they’re running it.

Grill: The other item is ensuring that memory leaks don’t be-
come an issue. Our code tends to be all in Java, so occasionally 
we do run into that situation. But the real key is solid engineer-
ing and ensuring that all the coders and developers follow stand-
ard patterns and a rigorous discipline. The key is to ensure that 
we have a standardized data cache so we can avoid a lot of those 
types of issues. 

Doddington: One of the big issues we face is trying to ensure 
that the manageability of the application grows linearly with the 
number of nodes in the grid. There’s a terrible danger of it grow-
ing exponentially and I think getting the right tools and people 
in place is absolutely crucial.

Moderator: What has been the organizational impact within 
IT in each of your areas, in terms of training the grid develop-
ers, doing the migrations, handling the testing and so forth? 
Doddington: We have a small group of about a dozen people 
that is committed to the grid. We also have a number of busi-
ness-aligned teams that manage the applications and their devel-
opment. It’s partitioned by their relationship to the grid, effec-
tively. We found that to work very well.

Grill: Within our infrastructure and services group we have 
combined grid support and infrastructure development. They 
very much go hand-in-hand and have developed our standard-
ized platform that we produce. Developer support tends to be 
within the developer groups and they receive support from the 
infrastructural team. We also have a group in applied engineer-
ing that ensures that the design is standardized.

Since the development is really occurring globally for us in 
Hong Kong, Paris, London and New York, we have expertise 
throughout. There are centers of excellence for a particular area 
in a particular region supporting all the regions globally.

Ryan: One of the issues that we had to overcome is management 
server hugging. This is not to be underestimated when you are 
looking at doing a true utility. But we’ve been able to have a very 
secure, reliable grid that has very good uptime numbers. It is 
where it is today as a result of these successes, having a few cus-
tomers who were willing to take the leap of faith early on, plus 
having the CIO wield a big stick. 

Audience Member: In terms of utilization, what do you 
think is a good level of CPU memory utilization on a grid 
across a 24-7 period?
Doddington: We like to see at least 50 percent; otherwise it’s just 
wasting cycle.

Ryan: We’ve observed 70 percent in our group.

Grill: I concur with 70 percent, maybe a drop less.  

Foti: I think 70 is a reasonable target. 

Audience Member: What are your internal grids charging 
to their client applications?
Doddington: If somebody were to offer me CPUs at six cents an 
hour I would be interested. l
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F
inancial firms are still exploring the best ways to exploit 
the powerful and versatile grid technology. In the pan-
el discussion entitled “Optimal Use of the Grid—Mi-

grating and Managing Appropriate Applications,” experts from 
top investment firms discussed the challenges of getting the 
most out of their grids. The panel consisted of Robert Porter, 
director, information technology, Dresdner Kleinwort; Adam 
Vile, head of grid and high-performance computing, Excelian 
Ltd; and Theo Gonciari, senior system architect, Bank of 
America. The panel was moderated by Octavio Marenzi, 
founder and CEO of consultancy Celent. 

Moderator: We have heard about which applications 
should be put on a grid, but which applications do not 
belong on a grid?
Adam Vile, Excelian Ltd: It’s interesting to note that there 
are some applications you can put on the grid, but it doesn’t 
always make everything faster. Grid computing can actually 
make some things slower. There are latency-intolerant ap-
plications that shouldn’t be put on a grid.

The original intention of a grid was to take embarrass-
ingly distributed calculations and distribute them as 
widely as possible. It was never intended to take applica-
tions and distribute them to be calculated somewhere 
else. The advantage of taking an application that can’t be 
broken up into small pieces, or a basket of applications 
and distributing them, takes into account the latency of 
the distribution. These are the problems, getting the 
data to the right place at the right time. Let’s make it 
absolutely clear that grid isn’t one-size-fits-all. 

Robert Porter, Dresdner Kleinwort: It depends on what sort 
of grids we’re talking about. To start with the compute grid 
side, most applications are unsuitable for the grid. Those that 
are suitable actually fit into a fairly obvious sphere. It’s about 
running scenario analyses, risk management and pricing very 
complicated products, such as Monte Carlo simulations.

Where analytics are involved there’s a good argument for 
those kinds of compute grids and anything with a determin-
istic response time begins to be a struggle and I will be look-
ing at a different kind of solution in that area. If you need a 
dedicated resource for something, then you should give it a 
dedicated resource.

Vile: Everything is appropriate for putting on the grid pure-
ly because the grid has functions and features that are very 
useful. It depends on which area you are coming from. If 
you’re coming from the infrastructure perspective and you 
want something to be scalable, resilient, and you want sub-
mission, then actually the grid is the fabric or the infrastruc-
ture that will allow you to do that. When you submit a job 
to the grid it will complete the job.

On the other hand, if you wish it to complete within a certain 

From Grid to Great
Investment firms share a common desire for more efficient and powerful grid networks.
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period of time then there are some jobs you don’t want to do 
that. One way of thinking about grid is as virtualizing an entire 
load of machines as a single machine. You take hundreds, thou-
sands of blades and put a single operating system on the top and 
you submit your job and it will get executed somewhere and 
will be completed. As long as the services are available on the 
grid, the grid is a good fabric for doing that.

Moderator: Bank of America is running four applications 
on its global grid. How do you handle scheduling when 
certain user groups compete with each other for grid 
resources? How do you prioritize? 
Theo Gonciari, Bank of America: When we put together 
the global grid within Bank of America, each of the applica-
tions on the grid came with its own pool of resources. They 
obviously have ownership of the resources, and therefore get 
prioritized into those applications. 

At the same time we’ve developed a global grid monitoring 
tool that allows us to determine the profiles of grid users 
across the applications. Using that tool we can kind of tune 
the scheduling and play around with certain scheduling 
configurations to allow better utilization of resources.

To give you an example, we’ve managed to increase four-
fold the number of calculations the exotics write. This is 
done by increasing the cost 20 percent due to the amount of 
sharing we can do on the grid.

Moderator: Any thoughts about managing the grid and 
different competing user groups?
Vile: I think sharing is one of the hot topics. If you take the 
grid at large with its history, one of the reasons it was put in 
place was for universities that didn’t have the compute re-
sources to do the kind of calculations they wanted to do.

Trading desks and traders are used to buying or having the 
IT department buy servers and I’ve certainly been in organ-
izations where they ask about the number of servers, and I 
answer that I have X thousands, and that’s it, those are the 
ones that they use. 

The technology is there and allows us to do it, but the pol-
itics is the issue. You can put three grids together and have 
lending and borrowing across the grids, or you can partition 
some of the grids so that only some can be lent and bor-
rowed. 

At the very top level, I think the key driver is to have a 
central team whose responsibility it is to agree SLAs with 
the business and to deliver to those SLAs. Until such time as 
they can prove they can deliver to those SLAs, the business 
side is always going to be a little bit nervous.

There are benefits, of course, because you can say, “Well, 
actually, you’ve got 1,000 CPUs now,” but when you need 
them at 9 p.m., you’re going to have 1,500 because the guys 
over in Asia don’t need them. So, that’s one sell.

The other thing is to say, “You don’t have to buy servers,” 
because servers cost thousands of dollars or pounds per year 
each to maintain. They all come directly out of the bottom 
line of the trading desk one way or the other. IT doesn’t have 
to buy servers, necessarily. 

They can rent CPU time, pay per use within the organi-
zation, not outside. Say, “Sure, you want your SLA, you 
can do the 1,000 CPUs for that. You’ll be using them be-
tween 6 p.m. and 9 p.m. and it’s going to cost you this 
much.” What that means is that a trader can make a deci-
sion about pricing or valuing or doing a trade, because all 
they have to understand is how much it’s going to cost to 
risk and manage that trade for the next however many 
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years that trades. The trader can calculate the CPU hours 
they’ll need to do that.

Moderator: That sounds like you’re suggesting running the 
grid as a profit center within the organization and renting 
to the different business groups.
Vile: Why not?

Moderator: How are these issues handled at Dresdner 
Kleinwort?
Porter: We started off with a very optimistic viewpoint that 
we would have one grid and quickly found there are very 
good reasons why we needed to segregate. They weren’t just 
political but also technical reasons.

We ended up segregating the grid quite significantly while 
trying to maintain an overall common architecture of the 
way things would run on the grid, so that when we need to 
re-segregate it’s only a configuration change. When the or-
ganization changes, as it does regularly, we’re not somehow 
bound into some silo that we created for ourselves but we 
can reallocate resources.

The production grids are fairly segregated with minimal 
lending agreements but I think there are other use patterns 
that have been emerging while we’ve been running the grid. 
For example, with the test grid, we previously never really 
thought when we scaled and scaled derivatives adaptations, 
“Well, let’s have an identical test grid over here.” It just didn’t 
happen. No trader was going to suddenly sign off to buy the 
equivalent 1,000 CPUs.

So the test grid is a free-for-all for developers. The infra-
structure is maintained but the actual usage is, “I’ll deploy 
something; I’ll run something completely ad hoc.” That’s 
kind of an interesting sharing arrangement. We need far 
fewer resources in a test grid to support the number of devel-
opers that we have and that we used to have in terms of if 
you wanted to do production on the system. 

Another use pattern that we more recently established is 
what we call the front-office grid, where the front office 

doesn’t really want a production grid but they want produc-
tion quality. They want to make changes every day and to-
day they want to release new applications every day and to-
day they want to have a lot more control over what’s running 
on there. So we established a front-office grid that has a 
much lighter change management scheme attached to it. 
That’s been quite interesting.

The resources that you might apply to those various types 
of grids are changing as well. You’re starting with your pro-
duction grid, and it all has to be in the datacenter for regula-
tory reasons. All sorts of security people will make it very 
hard for you to run it outside a datacenter. 

The front office and the test grid are all scavenged resourc-
es; they’re all taking resources out of the business continuity 
centers and assorted desktops. Ironically, you get most of 
those resources at night and not during the day, so I would 
hope in the future that we actually start allocating these re-
sources properly in a different way to the different types of 
grids that we go toward.

Moderator: How do you feel about the “s” word: scavenging? 
Vile: I don’t think scavenging is appropriate. It’s too nega-
tive. I think renaming as harvesting is important because it 
is collecting together resources rather than perniciously 
stealing them from people. 

I’ve only got one thing to say about scavenging, which is 
that you can’t guarantee SLAs with scavenged resources. If 
you’re happy to use a heterogeneous environment where 
some nodes will run slower than others, where some nodes 
won’t be available to you, where people will turn their ma-
chines off or someone will be downloading and listening to 
MP3s or converting a JPEG or whatever it might be, at the 
time when you’re trying to do your critical calculation, har-
vesting resources is perfectly adequate.

Moderator: If I were to ask you to look into the future, 
where do you see grids going? What kinds of tasks will be 
put on the grid?
Vile: I see that within the next 18 months there will be a 
number of enterprise grids distributing work across shared 
resources. Now, maybe 18 months is too soon but certainly 
the technology exists now to enable us to do that. 

The second thing that will happen to grid, of course, is 
what we’ve already heard about “Grid 2.” The people who 
invented grid in the first place have re-branded it and put out 
a new book that we can all buy. But essentially Grid 2 is data 
grid and moving toward getting the data to the right place in 
the right time.

If you’re suddenly going to have an enterprise grid or widen 
it to thousands of nodes and you run a calculation of one 
node over there, you’ve got to get the data there. The data-
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“We’re going to add more 
applications onto the grids and 
sharing between applications is 
going to be key going forward,” 
says Theo Gonciari, Bank of America.



s20	 waters  l  february 2007

base is now scaled, data caching will become more and more 
prevalent across our data grid and our infrastructure.

The third thing that I see is the integration of acceleration 
technology into our grid. Grid is not high-performance 
computing, grid is high-throughput computing. It can ena-
ble higher performance by distributing work out so that a 
user can put a request at the top and the grid will know 
which node on which it can execute and whether it’s got an 
accelerator attached to it and if that’s appropriate to do so 
and what data it requires.   

Gonciari: We’ve already done a fair amount of sharing with-
in the bank but I feel like it’s going to increase. We’re going 
to add more applications onto the grids and sharing between 
applications is going to be key going forward.

We have seen high demand for more intraday or more real-
time calculations. One of the solutions we put out was for 
the exotics desk—pumping around 150 to 200 megs’ worth 
of data back to the client within a minute. So, it’s got a lot of 
data going back and forth to enable the trader to get results 
as soon as possible. So I think more intraday grids will defi-
nitely be in demand going forward.

Porter: I expect the grid to become a commodity. At the mo-
ment it’s still takes quite a lot of effort to go and buy a grid, 
install it, get support and have application guys work out 
how to use it. Just like relational databases are just part of 
the landscape, I expect grids to be part of the landscape—as 
invisible as the network.

Perhaps in the longer term, compute grid and data grid will 
disappear and there will just be grid. Maybe somebody will 
come out with a product that does both or merges the prod-
ucts into doing both. That might change the marketplace.

I think it’s already quite impressive that the front-office 
people make the assumptions that there are hundreds and 
hundreds of CPUs behind them hitting a button. This wasn’t 
really possible a few years ago. It was largely developed in-
house if it was going to happen and I can just imagine that 
in a few years it will be thousands that are behind a button 
getting their numbers much faster. l

“Grid is not high-performance 
computing; grid is high-throughput 
computing,” says Adam Vile, 

Excelian Ltd.
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W
hen it comes to grid computing, the technology arms 
race is gathering pace. Just ask Alain Benoist, global 
CTO, Société Générale corporate and investment 

banking. “We began in 2002 with commodity derivatives, and 
have now rolled out interest rate, credit and equity derivatives 
with response time typically five to 10 times faster than the pre-
vious applications.” 

Despite this success, he sees challenges. “We are looking for 
faster CPUs. We will need to grow our capacity by another fac-
tor of 10 in the next few years just to cope with structured prod-
ucts and increasingly sophisticated risk analysis,” says Benoist.

Where is this rush for power leading us? Initially, people saw 
grid computing as scavenging spare capacity in idle PCs or back-
up servers. While some firms are doing this, it is not the main 
focus. In banking, says Benoist, “grid often triggers new invest-
ment and even new datacenters. It is important to be aware of 
the cost and environmental impact.”

Because of such costs, banks are pressuring vendors for new 
solutions. “We need to find ways to increase power per network 
node, not just increase the number of nodes, as it strains the 
database resources. Data-caching strategies are crucial to break 

limits beyond a few hundred 
nodes but will also need to 
evolve,” Benoist says.

Lawrence Ryan, director for 
grid strategy, worldwide fi-
nancial service industry group 
at Hewlett-Packard, says the 
“big change” at the moment 
is the move to multi-core 
CPUs. “We already have two- 
and four-core x86 processors 
with the core count expected 
to increase, further changing 

the CPU-memory-I/O balance. This puts an enormous amount 
of compute power on desktops and in commodity servers,” he 
says. “How do you effectively use and manage this power?”  

Better data management is the answer, says Lewis Foti, man-
ager of high-performance computing and grid at The Royal 
Bank of Scotland (RBS) global banking and markets. “For very 
large compute arrays, the key issue is data starvation and satura-
tion. This problem requires data grids with high bandwidth and 
scalable, parallel access,” he says. “Databases then become sys-
tems of record, not access.” HP’s Ryan says he agrees. “There are 
already serious issues with compute grids. Some firms are de-
ploying transaction-type applications on a grid, allowing them 
to decouple services from their resources. In this environment, 
data problems will worsen,” Ryan says. 

Up Into the Data Clouds 
Banks are learning that data management in a distributed grid 
environment is very different from online transaction process-
ing. “With so many data sources, distribution channels, de-
mands for aggregation and analytics, surges in data volumes and 
complex dynamics between the flows, we need to manage ‘data 
in motion’ and give up the notion that data is somehow stored. 
It’s dynamic, not static,” says Michael Di Stefano, vice president 
and architect for financial services at GemStone Systems.

In response, a new crop of data grid vendors have created an 
archipelago of RAM-based data caches known as a data fabric. 
“The enterprise data fabric is a middle-tier, high-performance, 
distributed layer of operational data that sits between the various 
information sources and storage systems on the one side and the 
consuming processes on the other,” says Di Stefano.

Steve Grill, global head of architecture and engineering solu-
tions of HSBC corporate, institution, banking and markets, 
says the concept of data fabric is key. “It gives you the capability 
to have a high-performance, high-availability network cache 
controlled by business rules and processes. But it is very sensitive 
to latencies. It has to be LAN- rather than WAN-based.”

Using data fabrics, a few banks are starting to move more ap-
plications onto the grid, including transaction processing, to 
take advantage of the grid’s resilience, scalability, efficiency and 
time-to-market features. 

Data Grid Raises the Bar
Grids have gone mainstream for high-
performance computing but data grids and 
SOA are raising the bar even higher.  
By Bob Giffords

Banks are discovering that data management in a 
distributed grid environment is very different from 
the old world of online transaction processing.
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“Grid systems today can cope with most transaction process-
ing workloads, except those with very low latency requirements. 
However, these tend to be program trading applications. Not 
many trading systems need a response time of a few millisec-
onds,” says Foti of RBS.

There is even some debate over how small a unit of work can be 
put on today’s grids. Di Stefano at GemStone, for example, says, 
“One client has gone from 200 trades per second in a program 
trading application to more than 6,000 trades per second. This 
shows what the technology can do.”

Martin Harris, product manager at Platform Computing, says 
he agrees. “We can do trade pricing now on the grid, but the 
banks are still focusing on risk and analytics. This is where they 
see the greatest returns on investment,” he says.

Most banks are undoubtedly still skeptical about these 
claims and are reluctant to commit high-performance trading 
applications to the new technology. Moreover, Foti says, “For 
very low latency, banks will probably look at esoteric plat-
forms including field-programmable gate array (FPGA), net-

work-attached processors, and in the future, the new IBM 
cell. Data will need to be local to processors, as a distributed, 
messaging platform does not deliver value in such scenarios.” 

Virtually There
Banks need more than just data grids. According to Songnian 
Zhou, CEO of Platform Computing, sharing and coordination 
are the key issues. “To move more and more applications to the 
grid, we need agility, not just speed. We need to virtualize eve-
rything from datacenters, servers, networks, data, software li-
censes, VMs covering analytics, batch jobs, and so on,” he says.

There is the rub. “Grids are built, not bought; it is not out of 
the box,” Zhou says. Banks have to invest a lot of skill to make it 
happen, so only a few have ventured beyond the proven and 
profitable realms of high-performance computing, but it is 
clearly coming as the technologies mature. l

Bob Giffords is a banking and technology analyst and can be 
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F
inancial services firms seem to be virtualizing every-
thing, but concerns over latency and sharing policy are 
still holding some back. The CITY#GRID panel, 

“Virtualization: The Next Chapter in High-Performance Com-
puting,” addressed this issue. The panel consisted of Songnian 
Zhou, CEO of Platform Computing; Carl Freeman, director, 
technology, Merrill Lynch; Willy Ross, managing director, 
EMEA, DataSynapse; and Richard Bunting, director, technol-
ogy, ABN Amro. The panel was moderated by Steven Grill, 
chief architect of corporate, investment banking and markets 
for HSBC.

Moderator: What are your feelings on virtualization?
Willy Ross, DataSynapse: We’ve talked about grid for four 
years, but distributed computing grid existed before that. Now 
we’re talking about virtualization rather than grid. 

When we talk about virtualization, we’re talking about virtu-
alization at the application level. There’s virtualization of the 
applications themselves and there’s virtualization of data. That 
is where we are heading now, to work with vendors like Gem-
Stone Systems and GigaSpaces. The third area of virtualization 
that is rapidly moving ahead right now is virtualization of the 
app servers. 

Carl Freeman, Merill Lynch: I’m responsible for service de-
livery for Merrill Lynch. I don’t run a datacenter and I don’t 
operate a grid. But I do spend a lot of time in trade, as I’m 
responsible for all the trading floors at Merrill Lynch in the 
US. People ask how we can do this quicker, faster, and bet-
ter, or how we can get applications out to clients faster.

We’ve been heavily involved in application virtualization for 
the last couple of years at Merrill Lynch. We’re embarking on 
an aggressive program to revisit virtualization of the desktop, 
move the desktop back into the datacenter, and move to a thin-
client model.

Richard Bunting, ABN Amro: Having implemented the 
grid within ABN Amro, I’ve been actively involved with 
grid technology. Virtualization to me is more based on the 
service side, and more about consolidation. I think one of 
the key challenges for grid-enabled applications is where we 
would take them in the future in terms of utility computing, 
and how we extend the three parts of the applications on the 
back of that. 

Songnian Zhou, Platform Computing: There are many dif-
ferent types of virtualization. But I think there are two types 
that are particularly applicable to a grid context. There is the 
grid capability to dynamically orchestrate all these workload 
activities and applications, not necessarily for acceleration, but 
for agility—to allocate resources in a flexible way, and start ap-
plications in virtual containers, so that I’m making sure the 
application is right. That first type of virtualization is not wide-
ly used in a grid context, but will be used in the future.

The second type is virtualization of the datacenter, creating 
one computer out of many. In fact, this applies not only to the 
servers and workstations, but also to the storage de-
vices, data, network switches, and virtual re-
sources such as software licenses and vir-
tual machines	

Moderator: What problems have you 
seen relative to a virtualized or non-
virtualized environment? 
Freeman: At the desktop level, we’re 
having two major problems with the 
OS virtualization. One is ensuring that 
we get segmentation of resources within 
the virtualization environment, so that 
when a physical machine is pro-
visioned in a logical en-
vironment for an end 

The Next Virtual Level
More and more firms are taking virtualization to the application level.

“Your grid is a living system that evolves all 
the time. Therefore, it is very important that 
you establish your own standards and not the 
technology’s standards,” says Songnian Zhou, 

Platform Computing.




